Chapter 5

Machine Learning Basics

Deep learning is a specific kind of machine learning. In order to understand
deep learning well, one must have a solid understanding of the basic principles of
machine learning. This chapter provides a brief course in the most important general
principles that will be applied throughout the rest of the book. Novice readers or
those who want a wider perspective are encouraged to consider machine learning
textbooks with a more comprehensive coverage of the fundamentals, such as

( ) or ( ). If you are already familiar with machine learning basics,
feel free to skip ahead to section 5.11. That section covers some perspectives
on traditional machine learning techniques that have strongly influenced the
development of deep learning algorithms.

We begin with a definition of what a learning algorithm is, and present an
example: the linear regression algorithm. We then proceed to describe how the
challenge of fitting the training data differs from the challenge of finding patterns
that generalize to new data. Most machine learning algorithms have settings
called hyperparameters that must be determined external to the learning algorithm
itself; we discuss how to set these using additional data. Machine learning is
essentially a form of applied statistics with increased emphasis on the use of
computers to statistically estimate complicated functions and a decreased emphasis
on proving confidence intervals around these functions; we therefore present the
two central approaches to statistics: frequentist estimators and Bayesian inference.
Most machine learning algorithms can be divided into the categories of supervised
learning and unsupervised learning; we describe these categories and give some
examples of simple learning algorithms from each category. Most deep learning
algorithms are based on an optimization algorithm called stochastic gradient
descent. We describe how to combine various algorithm components such as
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an optimization algorithm, a cost function, a model, and a dataset to build a
machine learning algorithm. Finally, in section 5.11, we describe some of the
factors that have limited the ability of traditional machine learning to generalize.
These challenges have motivated the development of deep learning algorithms that
overcome these obstacles.

5.1 Learning Algorithms

A machine learning algorithm is an algorithm that is able to learn from data. But
what do we mean by learning? ( ) provides the definition “A computer
program is said to learn from experience E with respect to some class of tasks T’
and performance measure P, if its performance at tasks in 7', as measured by P,
improves with experience F.” One can imagine a very wide variety of experiences
E, tasks T', and performance measures P, and we do not make any attempt in this
book to provide a formal definition of what may be used for each of these entities.
Instead, the following sections provide intuitive descriptions and examples of the
different kinds of tasks, performance measures and experiences that can be used
to construct machine learning algorithms.

5.1.1 The Task, T

Machine learning allows us to tackle tasks that are too difficult to solve with
fixed programs written and designed by human beings. From a scientific and
philosophical point of view, machine learning is interesting because developing our
understanding of machine learning entails developing our understanding of the
principles that underlie intelligence.

In this relatively formal definition of the word “task,” the process of learning
itself is not the task. Learning is our means of attaining the ability to perform the
task. For example, if we want a robot to be able to walk, then walking is the task.
We could program the robot to learn to walk, or we could attempt to directly write
a program that specifies how to walk manually.

Machine learning tasks are usually described in terms of how the machine
learning system should process an example. An example is a collection of features
that have been quantitatively measured from some object or event that we want
the machine learning system to process. We typically represent an example as a
vector & € R"™ where each entry x; of the vector is another feature. For example,
the features of an image are usually the values of the pixels in the image.
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Many kinds of tasks can be solved with machine learning. Some of the most
common machine learning tasks include the following:

e Classification: In this type of task, the computer program is asked to specify
which of k categories some input belongs to. To solve this task, the learning
algorithm is usually asked to produce a function f:R™ — {1,...,k}. When
y = f(x), the model assigns an input described by vector x to a category
identified by numeric code y. There are other variants of the classification
task, for example, where f outputs a probability distribution over classes.
An example of a classification task is object recognition, where the input
is an image (usually described as a set of pixel brightness values), and the
output is a numeric code identifying the object in the image. For example,
the Willow Garage PR2 robot is able to act as a waiter that can recognize
different kinds of drinks and deliver them to people on command (

, ). Modern object recognition is best accomplished with
deep learning ( , : , ). Object
recognition is the same basic technology that allows computers to recognize
faces ( , ), which can be used to automatically tag people
in photo collections and allow computers to interact more naturally with
their users.

e Classification with missing inputs: Classification becomes more chal-
lenging if the computer program is not guaranteed that every measurement
in its input vector will always be provided. In order to solve the classification
task, the learning algorithm only has to define a single function mapping
from a vector input to a categorical output. When some of the inputs may
be missing, rather than providing a single classification function, the learning
algorithm must learn a set of functions. Each function corresponds to classi-
fying o with a different subset of its inputs missing. This kind of situation
arises frequently in medical diagnosis, because many kinds of medical tests
are expensive or invasive. One way to efficiently define such a large set
of functions is to learn a probability distribution over all of the relevant
variables, then solve the classification task by marginalizing out the missing
variables. With n input variables, we can now obtain all 2" different classifi-
cation functions needed for each possible set of missing inputs, but we only
need to learn a single function describing the joint probability distribution.
See ( ) for an example of a deep probabilistic model
applied to such a task in this way. Many of the other tasks described in this
section can also be generalized to work with missing inputs; classification
with missing inputs is just one example of what machine learning can do.
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e Regression: In this type of task, the computer program is asked to predict a
numerical value given some input. To solve this task, the learning algorithm
is asked to output a function f: R"™ — R. This type of task is similar to
classification, except that the format of output is different. An example of
a regression task is the prediction of the expected claim amount that an
insured person will make (used to set insurance premiums), or the prediction
of future prices of securities. These kinds of predictions are also used for
algorithmic trading.

e Transcription: In this type of task, the machine learning system is asked
to observe a relatively unstructured representation of some kind of data and
transcribe it into discrete, textual form. For example, in optical character
recognition, the computer program is shown a photograph containing an
image of text and is asked to return this text in the form of a sequence
of characters (e.g., in ASCII or Unicode format). Google Street View uses
deep learning to process address numbers in this way ( )

). Another example is speech recognition, where the computer program
is provided an audio waveform and emits a sequence of characters or word
ID codes describing the words that were spoken in the audio recording. Deep
learning is a crucial component of modern speech recognition systems used
at major companies including Microsoft, IBM and Google ( ,

).

e Machine translation: In a machine translation task, the input already
consists of a sequence of symbols in some language, and the computer program
must convert this into a sequence of symbols in another language. This is
commonly applied to natural languages, such as translating from English to
French. Deep learning has recently begun to have an important impact on

this kind of task ( , ; , ).

e Structured output: Structured output tasks involve any task where the
output is a vector (or other data structure containing multiple values) with
important relationships between the different elements. This is a broad
category, and subsumes the transcription and translation tasks described
above, but also many other tasks. One example is parsing—mapping a
natural language sentence into a tree that describes its grammatical structure
and tagging nodes of the trees as being verbs, nouns, or adverbs, and so on.
See ( ) for an example of deep learning applied to a parsing
task. Another example is pixel-wise segmentation of images, where the
computer program assigns every pixel in an image to a specific category. For
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example, deep learning can be used to annotate the locations of roads in
aerial photographs ( , ). The output need not have its
form mirror the structure of the input as closely as in these annotation-style
tasks. For example, in image captioning, the computer program observes an
image and outputs a natural language sentence describing the image (

, : , : , ). These tasks are
called structured output tasks because the program must output several
values that are all tightly inter-related. For example, the words produced by
an image captioning program must form a valid sentence.

e Anomaly detection: In this type of task, the computer program sifts
through a set of events or objects, and flags some of them as being unusual
or atypical. An example of an anomaly detection task is credit card fraud
detection. By modeling your purchasing habits, a credit card company can
detect misuse of your cards. If a thief steals your credit card or credit card
information, the thief’s purchases will often come from a different probability
distribution over purchase types than your own. The credit card company
can prevent fraud by placing a hold on an account as soon as that card has
been used for an uncharacteristic purchase. See ( ) for a
survey of anomaly detection methods.

e Synthesis and sampling: In this type of task, the machine learning al-
gorithm is asked to generate new examples that are similar to those in the
training data. Synthesis and sampling via machine learning can be useful
for media applications where it can be expensive or boring for an artist to
generate large volumes of content by hand. For example, video games can
automatically generate textures for large objects or landscapes, rather than
requiring an artist to manually label each pixel ( , ). In some
cases, we want the sampling or synthesis procedure to generate some specific
kind of output given the input. For example, in a speech synthesis task, we
provide a written sentence and ask the program to emit an audio waveform
containing a spoken version of that sentence. This is a kind of structured
output task, but with the added qualification that there is no single correct
output for each input, and we explicitly desire a large amount of variation in
the output, in order for the output to seem more natural and realistic.

e Imputation of missing values: In this type of task, the machine learning
algorithm is given a new example x € R", but with some entries x; of x
missing. The algorithm must provide a prediction of the values of the missing
entries.

102



CHAPTER 5. MACHINE LEARNING BASICS

e Denoising: In this type of task, the machine learning algorithm is given in
input a corrupted example € € R™ obtained by an unknown corruption process
from a clean example * € R"™. The learner must predict the clean example
x from its corrupted version &, or more generally predict the conditional
probability distribution p(x | &).

e Density estimation or probability mass function estimation: In
the density estimation problem, the machine learning algorithm is asked
to learn a function pyegel : R™ — R, where ppogei () can be interpreted
as a probability density function (if x is continuous) or a probability mass
function (if x is discrete) on the space that the examples were drawn from.
To do such a task well (we will specify exactly what that means when we
discuss performance measures P), the algorithm needs to learn the structure
of the data it has seen. It must know where examples cluster tightly and
where they are unlikely to occur. Most of the tasks described above require
the learning algorithm to at least implicitly capture the structure of the
probability distribution. Density estimation allows us to explicitly capture
that distribution. In principle, we can then perform computations on that
distribution in order to solve the other tasks as well. For example, if we
have performed density estimation to obtain a probability distribution p(x),
we can use that distribution to solve the missing value imputation task. If
a value x; is missing and all of the other values, denoted x_;, are given,
then we know the distribution over it is given by p(x; | ;). In practice,
density estimation does not always allow us to solve all of these related tasks,
because in many cases the required operations on p(x) are computationally
intractable.

Of course, many other tasks and types of tasks are possible. The types of tasks
we list here are intended only to provide examples of what machine learning can
do, not to define a rigid taxonomy of tasks.

5.1.2 The Performance Measure, P

In order to evaluate the abilities of a machine learning algorithm, we must design
a quantitative measure of its performance. Usually this performance measure P is
specific to the task T being carried out by the system.

For tasks such as classification, classification with missing inputs, and tran-
scription, we often measure the accuracy of the model. Accuracy is just the
proportion of examples for which the model produces the correct output. We can
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also obtain equivalent information by measuring the error rate, the proportion
of examples for which the model produces an incorrect output. We often refer to
the error rate as the expected 0-1 loss. The 0-1 loss on a particular example is 0
if it is correctly classified and 1 if it is not. For tasks such as density estimation,
it does not make sense to measure accuracy, error rate, or any other kind of 0-1
loss. Instead, we must use a different performance metric that gives the model
a continuous-valued score for each example. The most common approach is to
report the average log-probability the model assigns to some examples.

Usually we are interested in how well the machine learning algorithm performs
on data that it has not seen before, since this determines how well it will work when
deployed in the real world. We therefore evaluate these performance measures using
a test set of data that is separate from the data used for training the machine
learning system.

The choice of performance measure may seem straightforward and objective,
but it is often difficult to choose a performance measure that corresponds well to
the desired behavior of the system.

In some cases, this is because it is difficult to decide what should be measured.
For example, when performing a transcription task, should we measure the accuracy
of the system at transcribing entire sequences, or should we use a more fine-grained
performance measure that gives partial credit for getting some elements of the
sequence correct? When performing a regression task, should we penalize the
system more if it frequently makes medium-sized mistakes or if it rarely makes
very large mistakes? These kinds of design choices depend on the application.

In other cases, we know what quantity we would ideally like to measure, but
measuring it is impractical. For example, this arises frequently in the context of
density estimation. Many of the best probabilistic models represent probability
distributions only implicitly. Computing the actual probability value assigned to
a specific point in space in many such models is intractable. In these cases, one
must design an alternative criterion that still corresponds to the design objectives,
or design a good approximation to the desired criterion.

5.1.3 The Experience, E

Machine learning algorithms can be broadly categorized as unsupervised or
supervised by what kind of experience they are allowed to have during the
learning process.

Most of the learning algorithms in this book can be understood as being allowed
to experience an entire dataset. A dataset is a collection of many examples, as
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defined in section 5.1.1. Sometimes we will also call examples data points.

One of the oldest datasets studied by statisticians and machine learning re-
searchers is the Iris dataset ( , ). It is a collection of measurements of
different parts of 150 iris plants. Each individual plant corresponds to one example.
The features within each example are the measurements of each of the parts of the
plant: the sepal length, sepal width, petal length and petal width. The dataset
also records which species each plant belonged to. Three different species are
represented in the dataset.

Unsupervised learning algorithms experience a dataset containing many
features, then learn useful properties of the structure of this dataset. In the context
of deep learning, we usually want to learn the entire probability distribution that
generated a dataset, whether explicitly as in density estimation or implicitly for
tasks like synthesis or denoising. Some other unsupervised learning algorithms
perform other roles, like clustering, which consists of dividing the dataset into
clusters of similar examples.

Supervised learning algorithms experience a dataset containing features,
but each example is also associated with a label or target. For example, the Iris
dataset is annotated with the species of each iris plant. A supervised learning
algorithm can study the Iris dataset and learn to classify iris plants into three
different species based on their measurements.

Roughly speaking, unsupervised learning involves observing several examples
of a random vector x, and attempting to implicitly or explicitly learn the proba-
bility distribution p(x), or some interesting properties of that distribution, while
supervised learning involves observing several examples of a random vector x and
an associated value or vector y, and learning to predict y from x, usually by
estimating p(y | x). The term supervised learning originates from the view of
the target y being provided by an instructor or teacher who shows the machine
learning system what to do. In unsupervised learning, there is no instructor or
teacher, and the algorithm must learn to make sense of the data without this guide.

Unsupervised learning and supervised learning are not formally defined terms.
The lines between them are often blurred. Many machine learning technologies can
be used to perform both tasks. For example, the chain rule of probability states
that for a vector x € R", the joint distribution can be decomposed as

n

p(x) :Hp(xi | X1y, Xi—1)- (5.1)

1=1

This decomposition means that we can solve the ostensibly unsupervised problem of
modeling p(x) by splitting it into n supervised learning problems. Alternatively, we
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can solve the supervised learning problem of learning p(y | x) by using traditional
unsupervised learning technologies to learn the joint distribution p(x,y) and
inferring
p(x, y)
Py lx) =" (5.2)
Zy’ p (X7 y/)

Though unsupervised learning and supervised learning are not completely formal or
distinct concepts, they do help to roughly categorize some of the things we do with
machine learning algorithms. Traditionally, people refer to regression, classification
and structured output problems as supervised learning. Density estimation in
support of other tasks is usually considered unsupervised learning.

Other variants of the learning paradigm are possible. For example, in semi-
supervised learning, some examples include a supervision target but others do
not. In multi-instance learning, an entire collection of examples is labeled as
containing or not containing an example of a class, but the individual members
of the collection are not labeled. For a recent example of multi-instance learning
with deep models, see ( ).

Some machine learning algorithms do not just experience a fixed dataset. For
example, reinforcement learning algorithms interact with an environment, so
there is a feedback loop between the learning system and its experiences. Such

algorithms are beyond the scope of this book. Please see ( )
or ( ) for information about reinforcement learning,
and ( ) for the deep learning approach to reinforcement learning.

Most machine learning algorithms simply experience a dataset. A dataset can
be described in many ways. In all cases, a dataset is a collection of examples,
which are in turn collections of features.

One common way of describing a dataset is with a design matrix. A design
matrix is a matrix containing a different example in each row. Each column of the
matrix corresponds to a different feature. For instance, the Iris dataset contains
150 examples with four features for each example. This means we can represent
the dataset with a design matrix X € RP0%4 where X;; is the sepal length of
plant ¢, X 2 is the sepal width of plant 7, etc. We will describe most of the learning
algorithms in this book in terms of how they operate on design matrix datasets.

Of course, to describe a dataset as a design matrix, it must be possible to
describe each example as a vector, and each of these vectors must be the same size.
This is not always possible. For example, if you have a collection of photographs
with different widths and heights, then different photographs will contain different
numbers of pixels, so not all of the photographs may be described with the same
length of vector. Section 9.7 and chapter 10 describe how to handle different
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types of such heterogeneous data. In cases like these, rather than describing the
dataset as a matrix with m rows, we will describe it as a set containing m elements:
{x® @ . £} This notation does not imply that any two example vectors
2 and £U) have the same size.

In the case of supervised learning, the example contains a label or target as
well as a collection of features. For example, if we want to use a learning algorithm
to perform object recognition from photographs, we need to specify which object
appears in each of the photos. We might do this with a numeric code, with 0
signifying a person, 1 signifying a car, 2 signifying a cat, etc. Often when working
with a dataset containing a design matrix of feature observations X, we also
provide a vector of labels y, with y; providing the label for example .

Of course, sometimes the label may be more than just a single number. For
example, if we want to train a speech recognition system to transcribe entire
sentences, then the label for each example sentence is a sequence of words.

Just as there is no formal definition of supervised and unsupervised learning,
there is no rigid taxonomy of datasets or experiences. The structures described here
cover most cases, but it is always possible to design new ones for new applications.

5.1.4 Example: Linear Regression

Our definition of a machine learning algorithm as an algorithm that is capable
of improving a computer program’s performance at some task via experience is
somewhat abstract. To make this more concrete, we present an example of a
simple machine learning algorithm: linear regression. We will return to this
example repeatedly as we introduce more machine learning concepts that help to
understand its behavior.

As the name implies, linear regression solves a regression problem. In other
words, the goal is to build a system that can take a vector £ € R" as input and
predict the value of a scalar y € R as its output. In the case of linear regression,
the output is a linear function of the input. Let § be the value that our model
predicts y should take on. We define the output to be

j=w'x (5.3)

where w € R" is a vector of parameters.

Parameters are values that control the behavior of the system. In this case, w; is
the coefficient that we multiply by feature x; before summing up the contributions
from all the features. We can think of w as a set of weights that determine how
each feature affects the prediction. If a feature z; receives a positive weight w;,
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then increasing the value of that feature increases the value of our prediction 7.
If a feature receives a negative weight, then increasing the value of that feature
decreases the value of our prediction. If a feature’s weight is large in magnitude,
then it has a large effect on the prediction. If a feature’s weight is zero, it has no
effect on the prediction.

We thus have a definition of our task T": to predict y from x by outputting
7 =w "x. Next we need a definition of our performance measure, P.

Suppose that we have a design matrix of m example inputs that we will not
use for training, only for evaluating how well the model performs. We also have
a vector of regression targets providing the correct value of y for each of these
examples. Because this dataset will only be used for evaluation, we call it the test
set. We refer to the design matrix of inputs as X (¢ and the vector of regression
targets as y(test),

One way of measuring the performance of the model is to compute the mean
squared error of the model on the test set. If (%) gives the predictions of the
model on the test set, then the mean squared error is given by

1 ~(tes €es
MSFeqt = — D (gltest) — yltest)y2, (5.4)

Intuitively, one can see that this error measure decreases to 0 when gj(test) = 4 (test),
We can also see that

1.
MSEtest — % | ‘ y(test) - y(test) | |§ ) (55)

so the error increases whenever the Euclidean distance between the predictions
and the targets increases.

To make a machine learning algorithm, we need to design an algorithm that
will improve the weights w in a way that reduces MSEiest when the algorithm
is allowed to gain experience by observing a training set (X (train) y(train)). One
intuitive way of doing this (which we will justify later, in section 5.5.1) is just to
minimize the mean squared error on the training set, MSE¢;ain.

To minimize MSE¢rain, we can simply solve for where its gradient is O:

YV MSE i = 0 (5.6)
1 . .
= vwaug(tram) . y(traln) H% —0 (5_7)
1 . .
— vaHX(traln),w . y(traln)H% -0 (58)
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Figure 5.1: A linear regression problem, with a training set consisting of ten data points,
each containing one feature. Because there is only one feature, the weight vector w
contains only a single parameter to learn, wy. (Left)Observe that linear regression learns
to set wy such that the line y = wix comes as close as possible to passing through all the
training points. (Right)The plotted point indicates the value of w; found by the normal
equations, which we can see minimizes the mean squared error on the training set.

. AT - -
= Ve (X (tram)w B y(traln)> (X(traln)w o y(traln)) —0 (59)
— v'w (’LUTX (train)TX(train) w — QwTX(train)Ty (train) + y(train)Ty(train)> =0
(5.10)
- 2X(train)TX(train)w _9X (train)Ty(train) —0 (511)
oow — (X(train)T )((train))_1 X(train)Ty(train) (5_12)

The system of equations whose solution is given by equation 5.12 is known as
the normal equations. Evaluating equation 5.12 constitutes a simple learning

algorithm. For an example of the linear regression learning algorithm in action,
see figure 5.1.

It is worth noting that the term linear regression is often used to refer to

a slightly more sophisticated model with one additional parameter—an intercept
term b. In this model

j=w'x+b (5.13)

so the mapping from parameters to predictions is still a linear function but the
mapping from features to predictions is now an affine function. This extension to
affine functions means that the plot of the model’s predictions still looks like a
line, but it need not pass through the origin. Instead of adding the bias parameter
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b, one can continue to use the model with only weights but augment & with an
extra entry that is always set to 1. The weight corresponding to the extra 1 entry
plays the role of the bias parameter. We will frequently use the term “linear” when
referring to affine functions throughout this book.

The intercept term b is often called the bias parameter of the affine transfor-
mation. This terminology derives from the point of view that the output of the
transformation is biased toward being b in the absence of any input. This term
is different from the idea of a statistical bias, in which a statistical estimation
algorithm’s expected estimate of a quantity is not equal to the true quantity:.

Linear regression is of course an extremely simple and limited learning algorithm,
but it provides an example of how a learning algorithm can work. In the subsequent
sections we will describe some of the basic principles underlying learning algorithm
design and demonstrate how these principles can be used to build more complicated
learning algorithms.

5.2 Capacity, Overfitting and Underfitting

The central challenge in machine learning is that we must perform well on new,
previously unseen inputs—not just those on which our model was trained. The
ability to perform well on previously unobserved inputs is called generalization.

Typically, when training a machine learning model, we have access to a training
set, we can compute some error measure on the training set called the training
error, and we reduce this training error. So far, what we have described is simply
an optimization problem. What separates machine learning from optimization is
that we want the generalization error, also called the test error, to be low as
well. The generalization error is defined as the expected value of the error on a
new input. Here the expectation is taken across different possible inputs, drawn
from the distribution of inputs we expect the system to encounter in practice.

We typically estimate the generalization error of a machine learning model by
measuring its performance on a test set of examples that were collected separately
from the training set.

In our linear regression example, we trained the model by minimizing the

training error,
1

m (train)

HX(train),w . y(train)H%, (514)

but we actually care about the test error, W%;HX (test)qyy — gy (test) || 2.

How can we affect performance on the test set when we get to observe only the
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training set? The field of statistical learning theory provides some answers. If
the training and the test set are collected arbitrarily, there is indeed little we can
do. If we are allowed to make some assumptions about how the training and test
set are collected, then we can make some progress.

The train and test data are generated by a probability distribution over datasets
called the data generating process. We typically make a set of assumptions
known collectively as the i.i.d. assumptions. These assumptions are that the
examples in each dataset are independent from each other, and that the train
set and test set are identically distributed, drawn from the same probability
distribution as each other. This assumption allows us to describe the data gen-
erating process with a probability distribution over a single example. The same
distribution is then used to generate every train example and every test example.
We call that shared underlying distribution the data generating distribution,
denoted pqata. This probabilistic framework and the i.i.d. assumptions allow us to
mathematically study the relationship between training error and test error.

One immediate connection we can observe between the training and test error
is that the expected training error of a randomly selected model is equal to the
expected test error of that model. Suppose we have a probability distribution
p(x,y) and we sample from it repeatedly to generate the train set and the test
set. For some fixed value w, the expected training set error is exactly the same as
the expected test set error, because both expectations are formed using the same
dataset sampling process. The only difference between the two conditions is the
name we assign to the dataset we sample.

Of course, when we use a machine learning algorithm, we do not fix the
parameters ahead of time, then sample both datasets. We sample the training set,
then use it to choose the parameters to reduce training set error, then sample the
test set. Under this process, the expected test error is greater than or equal to
the expected value of training error. The factors determining how well a machine
learning algorithm will perform are its ability to:

1. Make the training error small.

2. Make the gap between training and test error small.

These two factors correspond to the two central challenges in machine learning:
underfitting and overfitting. Underfitting occurs when the model is not able to
obtain a sufficiently low error value on the training set. Overfitting occurs when
the gap between the training error and test error is too large.

We can control whether a model is more likely to overfit or underfit by altering
its capacity. Informally, a model’s capacity is its ability to fit a wide variety of
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functions. Models with low capacity may struggle to fit the training set. Models
with high capacity can overfit by memorizing properties of the training set that do
not serve them well on the test set.

One way to control the capacity of a learning algorithm is by choosing its
hypothesis space, the set of functions that the learning algorithm is allowed to
select as being the solution. For example, the linear regression algorithm has the
set of all linear functions of its input as its hypothesis space. We can generalize
linear regression to include polynomials, rather than just linear functions, in its
hypothesis space. Doing so increases the model’s capacity.

A polynomial of degree one gives us the linear regression model with which we
are already familiar, with prediction

J=>b+ wx. (5.15)

By introducing #* as another feature provided to the linear regression model, we
can learn a model that is quadratic as a function of x:

§ = b+ wir + war?. (5.16)

Though this model implements a quadratic function of its nput, the output is
still a linear function of the parameters, so we can still use the normal equations
to train the model in closed form. We can continue to add more powers of = as
additional features, for example to obtain a polynomial of degree 9:

9

J=b+> wa' (5.17)
=1

Machine learning algorithms will generally perform best when their capacity
is appropriate for the true complexity of the task they need to perform and the
amount of training data they are provided with. Models with insufficient capacity
are unable to solve complex tasks. Models with high capacity can solve complex
tasks, but when their capacity is higher than needed to solve the present task they
may overfit.

Figure 5.2 shows this principle in action. We compare a linear, quadratic
and degree-9 predictor attempting to fit a problem where the true underlying
function is quadratic. The linear function is unable to capture the curvature in
the true underlying problem, so it underfits. The degree-9 predictor is capable of
representing the correct function, but it is also capable of representing infinitely
many other functions that pass exactly through the training points, because we
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have more parameters than training examples. We have little chance of choosing
a solution that generalizes well when so many wildly different solutions exist. In
this example, the quadratic model is perfectly matched to the true structure of
the task so it generalizes well to new data.

Underfitting Appropriate capacity Overfitting
e®
B /< . .
Q [$]
xg x, x

Figure 5.2: We fit three models to this example training set. The training data was
generated synthetically, by randomly sampling x values and choosing y deterministically
by evaluating a quadratic function. (Left)A linear function fit to the data suffers from
underfitting—it cannot capture the curvature that is present in the data. (Center)A
quadratic function fit to the data generalizes well to unseen points. It does not suffer from
a significant amount of overfitting or underfitting. (Right)A polynomial of degree 9 fit to
the data suffers from overfitting. Here we used the Moore-Penrose pseudoinverse to solve
the underdetermined normal equations. The solution passes through all of the training
points exactly, but we have not been lucky enough for it to extract the correct structure.
It now has a deep valley in between two training points that does not appear in the true
underlying function. It also increases sharply on the left side of the data, while the true
function decreases in this area.

So far we have described only one way of changing a model’s capacity: by
changing the number of input features it has, and simultaneously adding new
parameters associated with those features. There are in fact many ways of changing
a model’s capacity. Capacity is not determined only by the choice of model. The
model specifies which family of functions the learning algorithm can choose from
when varying the parameters in order to reduce a training objective. This is called
the representational capacity of the model. In many cases, finding the best
function within this family is a very difficult optimization problem. In practice,
the learning algorithm does not actually find the best function, but merely one
that significantly reduces the training error. These additional limitations, such as
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the imperfection of the optimization algorithm, mean that the learning algorithm’s
effective capacity may be less than the representational capacity of the model
family.

Our modern ideas about improving the generalization of machine learning
models are refinements of thought dating back to philosophers at least as early
as Ptolemy. Many early scholars invoke a principle of parsimony that is now
most widely known as Occam’s razor (c. 1287-1347). This principle states that
among competing hypotheses that explain known observations equally well, one
should choose the “simplest” one. This idea was formalized and made more precise
in the 20th century by the founders of statistical learning theory (

Y Y Y Y Y Y Y )'

Statistical learning theory provides various means of quantifying model capacity.
Among these, the most well-known is the Vapnik-Chervonenkis dimension, or
VC dimension. The VC dimension measures the capacity of a binary classifier. The
VC dimension is defined as being the largest possible value of m for which there
exists a training set of m different & points that the classifier can label arbitrarily.

Quantifying the capacity of the model allows statistical learning theory to
make quantitative predictions. The most important results in statistical learning
theory show that the discrepancy between training error and generalization error
is bounded from above by a quantity that grows as the model capacity grows but
shrinks as the number of training examples increases (

; , : , : , ). These bounds provide
intellectual justification that machine learning algorithms can work, but they are
rarely used in practice when working with deep learning algorithms. This is in
part because the bounds are often quite loose and in part because it can be quite
difficult to determine the capacity of deep learning algorithms. The problem of
determining the capacity of a deep learning model is especially difficult because the
effective capacity is limited by the capabilities of the optimization algorithm, and
we have little theoretical understanding of the very general non-convex optimization
problems involved in deep learning.

Y

We must remember that while simpler functions are more likely to generalize
(to have a small gap between training and test error) we must still choose a
sufficiently complex hypothesis to achieve low training error. Typically, training
error decreases until it asymptotes to the minimum possible error value as model
capacity increases (assuming the error measure has a minimum value). Typically,
generalization error has a U-shaped curve as a function of model capacity. This is
illustrated in figure 5.3.

To reach the most extreme case of arbitrarily high capacity, we introduce
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— - Training error
Underfitting zone| Overfitting zone

—— Generalization error

Error

0 Optimal Capacity
Capacity

Figure 5.3: Typical relationship between capacity and error. Training and test error
behave differently. At the left end of the graph, training error and generalization error
are both high. This is the underfitting regime. As we increase capacity, training error
decreases, but the gap between training and generalization error increases. Eventually,
the size of this gap outweighs the decrease in training error, and we enter the overfitting
regime, where capacity is too large, above the optimal capacity.

the concept of non-parametric models. So far, we have seen only parametric
models, such as linear regression. Parametric models learn a function described
by a parameter vector whose size is finite and fixed before any data is observed.
Non-parametric models have no such limitation.

Sometimes, non-parametric models are just theoretical abstractions (such as
an algorithm that searches over all possible probability distributions) that cannot
be implemented in practice. However, we can also design practical non-parametric
models by making their complexity a function of the training set size. One example
of such an algorithm is nearest neighbor regression. Unlike linear regression,
which has a fixed-length vector of weights, the nearest neighbor regression model
simply stores the X and y from the training set. When asked to classify a test
point @, the model looks up the nearest entry in the training set and returns the
associated regression target. In other words, § = y; wherei = argmin || X;. — z|[5.
The algorithm can also be generalized to distance metrics other than the L? norm,
such as learned distance metrics ( , ). If the algorithm is
allowed to break ties by averaging the 1; values for all X; . that are tied for nearest,
then this algorithm is able to achieve the minimum possible training error (which
might be greater than zero, if two identical inputs are associated with different
outputs) on any regression dataset.

Finally, we can also create a non-parametric learning algorithm by wrapping a
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parametric learning algorithm inside another algorithm that increases the number
of parameters as needed. For example, we could imagine an outer loop of learning
that changes the degree of the polynomial learned by linear regression on top of a
polynomial expansion of the input.

The ideal model is an oracle that simply knows the true probability distribution
that generates the data. Even such a model will still incur some error on many
problems, because there may still be some noise in the distribution. In the case
of supervised learning, the mapping from x to y may be inherently stochastic,
or y may be a deterministic function that involves other variables besides those
included in . The error incurred by an oracle making predictions from the true
distribution p(zx,y) is called the Bayes error.

Training and generalization error vary as the size of the training set varies.
Expected generalization error can never increase as the number of training examples
increases. For non-parametric models, more data yields better generalization until
the best possible error is achieved. Any fixed parametric model with less than
optimal capacity will asymptote to an error value that exceeds the Bayes error. See
figure 5.4 for an illustration. Note that it is possible for the model to have optimal
capacity and yet still have a large gap between training and generalization error.
In this situation, we may be able to reduce this gap by gathering more training
examples.

5.2.1 The No Free Lunch Theorem

Learning theory claims that a machine learning algorithm can generalize well from
a finite training set of examples. This seems to contradict some basic principles of
logic. Inductive reasoning, or inferring general rules from a limited set of examples,
is not logically valid. To logically infer a rule describing every member of a set,
one must have information about every member of that set.

In part, machine learning avoids this problem by offering only probabilistic rules,
rather than the entirely certain rules used in purely logical reasoning. Machine
learning promises to find rules that are probably correct about most members of
the set they concern.

Unfortunately, even this does not resolve the entire problem. The no free
lunch theorem for machine learning ( : ) states that, averaged over
all possible data generating distributions, every classification algorithm has the
same error rate when classifying previously unobserved points. In other words,
in some sense, no machine learning algorithm is universally any better than any
other. The most sophisticated algorithm we can conceive of has the same average
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Figure 5.4: The effect of the training dataset size on the train and test error, as well as
on the optimal model capacity. We constructed a synthetic regression problem based on
adding a moderate amount of noise to a degree-5 polynomial, generated a single test set,
and then generated several different sizes of training set. For each size, we generated 40
different training sets in order to plot error bars showing 95 percent confidence intervals.
(Top)The MSE on the training and test set for two different models: a quadratic model,
and a model with degree chosen to minimize the test error. Both are fit in closed form. For
the quadratic model, the training error increases as the size of the training set increases.
This is because larger datasets are harder to fit. Simultaneously, the test error decreases,
because fewer incorrect hypotheses are consistent with the training data. The quadratic
model does not have enough capacity to solve the task, so its test error asymptotes to
a high value. The test error at optimal capacity asymptotes to the Bayes error. The
training error can fall below the Bayes error, due to the ability of the training algorithm
to memorize specific instances of the training set. As the training size increases to infinity,
the training error of any fixed-capacity model (here, the quadratic model) must rise to at
least the Bayes error. (Bottom)As the training set size increases, the optimal capacity
(shown here as the degree of the optimal polynomial regressor) increases. The optimal
capacity plateaus after reaching sufficient complexity to solve the task.

117



CHAPTER 5. MACHINE LEARNING BASICS

performance (over all possible tasks) as merely predicting that every point belongs
to the same class.

Fortunately, these results hold only when we average over all possible data
generating distributions. If we make assumptions about the kinds of probability
distributions we encounter in real-world applications, then we can design learning
algorithms that perform well on these distributions.

This means that the goal of machine learning research is not to seek a universal
learning algorithm or the absolute best learning algorithm. Instead, our goal is to
understand what kinds of distributions are relevant to the “real world” that an Al
agent experiences, and what kinds of machine learning algorithms perform well on
data drawn from the kinds of data generating distributions we care about.

5.2.2 Regularization

The no free lunch theorem implies that we must design our machine learning
algorithms to perform well on a specific task. We do so by building a set of
preferences into the learning algorithm. When these preferences are aligned with
the learning problems we ask the algorithm to solve, it performs better.

So far, the only method of modifying a learning algorithm that we have discussed
concretely is to increase or decrease the model’s representational capacity by adding
or removing functions from the hypothesis space of solutions the learning algorithm
is able to choose. We gave the specific example of increasing or decreasing the
degree of a polynomial for a regression problem. The view we have described so
far is oversimplified.

The behavior of our algorithm is strongly affected not just by how large we
make the set of functions allowed in its hypothesis space, but by the specific identity
of those functions. The learning algorithm we have studied so far, linear regression,
has a hypothesis space consisting of the set of linear functions of its input. These
linear functions can be very useful for problems where the relationship between
inputs and outputs truly is close to linear. They are less useful for problems
that behave in a very nonlinear fashion. For example, linear regression would
not perform very well if we tried to use it to predict sin(z) from z. We can thus
control the performance of our algorithms by choosing what kind of functions we
allow them to draw solutions from, as well as by controlling the amount of these
functions.

We can also give a learning algorithm a preference for one solution in its
hypothesis space to another. This means that both functions are eligible, but one
is preferred. The unpreferred solution will be chosen only if it fits the training
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data significantly better than the preferred solution.

For example, we can modify the training criterion for linear regression to include
weight decay. To perform linear regression with weight decay, we minimize a sum
comprising both the mean squared error on the training and a criterion J (w) that
expresses a preference for the weights to have smaller squared L? norm. Specifically,

J(w) = MSEtrain + Aw'w, (5.18)

where A is a value chosen ahead of time that controls the strength of our preference
for smaller weights. When A\ = 0, we impose no preference, and larger A\ forces the
weights to become smaller. Minimizing J(w) results in a choice of weights that
make a tradeoff between fitting the training data and being small. This gives us
solutions that have a smaller slope, or put weight on fewer of the features. As an
example of how we can control a model’s tendency to overfit or underfit via weight
decay, we can train a high-degree polynomial regression model with different values
of A. See figure 5.5 for the results.

Underfitting Appropriate weight decay Overfitting
(Excessive \) (Medium M) (A—0)
o®
— &
=) > >
L ]
Zo Zo Zo

Figure 5.5: We fit a high-degree polynomial regression model to our example training set
from figure 5.2. The true function is quadratic, but here we use only models with degree 9.
We vary the amount of weight decay to prevent these high-degree models from overfitting.
(Left)With very large A, we can force the model to learn a function with no slope at
all. This underfits because it can only represent a constant function. (Center)With a
medium value of A\, the learning algorithm recovers a curve with the right general shape.
Even though the model is capable of representing functions with much more complicated
shape, weight decay has encouraged it to use a simpler function described by smaller
coefficients. (Right)With weight decay approaching zero (i.e., using the Moore-Penrose
pseudoinverse to solve the underdetermined problem with minimal regularization), the
degree-9 polynomial overfits significantly, as we saw in figure 5.2.
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More generally, we can regularize a model that learns a function f(x;80) by
adding a penalty called a regularizer to the cost function. In the case of weight
decay, the regularizer is Q(w) = w "w. In chapter 7, we will see that many other
regularizers are possible.

Expressing preferences for one function over another is a more general way
of controlling a model’s capacity than including or excluding members from the
hypothesis space. We can think of excluding a function from a hypothesis space as
expressing an infinitely strong preference against that function.

In our weight decay example, we expressed our preference for linear functions
defined with smaller weights explicitly, via an extra term in the criterion we
minimize. There are many other ways of expressing preferences for different
solutions, both implicitly and explicitly. Together, these different approaches
are known as regularization. Regularization is any modification we make to a
learning algorithm that is intended to reduce its generalization error but not its
training error. Regularization is one of the central concerns of the field of machine
learning, rivaled in its importance only by optimization.

The no free lunch theorem has made it clear that there is no best machine
learning algorithm, and, in particular, no best form of regularization. Instead
we must choose a form of regularization that is well-suited to the particular task
we want to solve. The philosophy of deep learning in general and this book in
particular is that a very wide range of tasks (such as all of the intellectual tasks
that people can do) may all be solved effectively using very general-purpose forms
of regularization.

5.3 Hyperparameters and Validation Sets

Most machine learning algorithms have several settings that we can use to control
the behavior of the learning algorithm. These settings are called hyperparame-
ters. The values of hyperparameters are not adapted by the learning algorithm
itself (though we can design a nested learning procedure where one learning
algorithm learns the best hyperparameters for another learning algorithm).

In the polynomial regression example we saw in figure 5.2, there is a single
hyperparameter: the degree of the polynomial, which acts as a capacity hyper-
parameter. The A value used to control the strength of weight decay is another
example of a hyperparameter.

Sometimes a setting is chosen to be a hyperparameter that the learning al-
gorithm does not learn because it is difficult to optimize. More frequently, the
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setting must be a hyperparameter because it is not appropriate to learn that
hyperparameter on the training set. This applies to all hyperparameters that
control model capacity. If learned on the training set, such hyperparameters would
always choose the maximum possible model capacity, resulting in overfitting (refer
to figure 5.3). For example, we can always fit the training set better with a higher
degree polynomial and a weight decay setting of A = 0 than we could with a lower
degree polynomial and a positive weight decay setting.

To solve this problem, we need a validation set of examples that the training
algorithm does not observe.

Earlier we discussed how a held-out test set, composed of examples coming from
the same distribution as the training set, can be used to estimate the generalization
error of a learner, after the learning process has completed. It is important that the
test examples are not used in any way to make choices about the model, including
its hyperparameters. For this reason, no example from the test set can be used
in the validation set. Therefore, we always construct the validation set from the
training data. Specifically, we split the training data into two disjoint subsets. One
of these subsets is used to learn the parameters. The other subset is our validation
set, used to estimate the generalization error during or after training, allowing
for the hyperparameters to be updated accordingly. The subset of data used to
learn the parameters is still typically called the training set, even though this
may be confused with the larger pool of data used for the entire training process.
The subset of data used to guide the selection of hyperparameters is called the
validation set. Typically, one uses about 80% of the training data for training and
20% for validation. Since the validation set is used to “train” the hyperparameters,
the validation set error will underestimate the generalization error, though typically
by a smaller amount than the training error. After all hyperparameter optimization
is complete, the generalization error may be estimated using the test set.

In practice, when the same test set has been used repeatedly to evaluate
performance of different algorithms over many years, and especially if we consider
all the attempts from the scientific community at beating the reported state-of-
the-art performance on that test set, we end up having optimistic evaluations with
the test set as well. Benchmarks can thus become stale and then do not reflect the
true field performance of a trained system. Thankfully, the community tends to
move on to new (and usually more ambitious and larger) benchmark datasets.
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5.3.1 Cross-Validation

Dividing the dataset into a fixed training set and a fixed test set can be problematic
if it results in the test set being small. A small test set implies statistical uncertainty
around the estimated average test error, making it difficult to claim that algorithm
A works better than algorithm B on the given task.

When the dataset has hundreds of thousands of examples or more, this is not a
serious issue. When the dataset is too small, are alternative procedures enable one
to use all of the examples in the estimation of the mean test error, at the price of
increased computational cost. These procedures are based on the idea of repeating
the training and testing computation on different randomly chosen subsets or splits
of the original dataset. The most common of these is the k-fold cross-validation
procedure, shown in algorithm 5.1, in which a partition of the dataset is formed by
splitting it into k non-overlapping subsets. The test error may then be estimated
by taking the average test error across k trials. On trial ¢, the ¢-th subset of the
data is used as the test set and the rest of the data is used as the training set. One
problem is that there exist no unbiased estimators of the variance of such average
error estimators ( , ), but approximations are typically
used.

5.4 Estimators, Bias and Variance

The field of statistics gives us many tools that can be used to achieve the machine
learning goal of solving a task not only on the training set but also to generalize.
Foundational concepts such as parameter estimation, bias and variance are useful
to formally characterize notions of generalization, underfitting and overfitting.

5.4.1 Point Estimation

Point estimation is the attempt to provide the single “best” prediction of some
quantity of interest. In general the quantity of interest can be a single parameter
or a vector of parameters in some parametric model, such as the weights in our
linear regression example in section 5.1.4, but it can also be a whole function.

In order to distinguish estimates of parameters from their true value, our

A

convention will be to denote a point estimate of a parameter 6 by 6.
Let {33(1) . .,a:(m)} be a set of m independent and identically distributed
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Algorithm 5.1 The k-fold cross-validation algorithm. It can be used to estimate
generalization error of a learning algorithm A when the given dataset D is too
small for a simple train/test or train/valid split to yield accurate estimation of
generalization error, because the mean of a loss L on a small test set may have too
high variance. The dataset ID contains as elements the abstract examples z(*) (for
the i-th example), which could stand for an (input,target) pair 2 = (2@, y®)
in the case of supervised learning, or for just an input 20 = 2 in the case
of unsupervised learning. The algorithm returns the vector of errors e for each
example in D, whose mean is the estimated generalization error. The errors on
individual examples can be used to compute a confidence interval around the mean
(equation 5.47). While these confidence intervals are not well-justified after the
use of cross-validation, it is still common practice to use them to declare that
algorithm A is better than algorithm B only if the confidence interval of the error

of algorithm A lies below and does not intersect the confidence interval of algorithm
B.

Define KFoldXV(D, A, L, k):
Require: D, the given dataset, with elements z(*)
Require: A, the learning algorithm, seen as a function that takes a dataset as
input and outputs a learned function
Require: L, the loss function, seen as a function from a learned function f and
an example 2 €D to a scalar € R
Require: k, the number of folds
Split D into £ mutually exclusive subsets I;, whose union is .
for ¢ from 1 to k£ do
fi = A(D\D;)
for z) in D, do
ej = L(fi,z9)
end for
end for
Return e
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(i.i.d.) data points. A point estimator or statistic is any function of the data:

N

6,, = gV, ... ™). (5.19)

The definition does not require that g return a value that is close to the true
0 or even that the range of g is the same as the set of allowable values of 6.
This definition of a point estimator is very general and allows the designer of an
estimator great flexibility. While almost any function thus qualifies as an estimator,
a good estimator is a function whose output is close to the true underlying 6 that
generated the training data.

For now, we take the frequentist perspective on statistics. That is, we assume
that the true parameter value 6 is fixed but unknown, while the point estimate
0 is a function of the data. Since the data is drawn from a random process, any
function of the data is random. Therefore  is a random variable.

Point estimation can also refer to the estimation of the relationship between
input and target variables. We refer to these types of point estimates as function
estimators.

Function Estimation As we mentioned above, sometimes we are interested in
performing function estimation (or function approximation). Here we are trying to
predict a variable y given an input vector x. We assume that there is a function
f(x) that describes the approximate relationship between y and «. For example,
we may assume that y = f(x) + €, where € stands for the part of y that is not
predictable from x. In function estimation, we are interested in approximating
f with a model or estimate f Function estimation is really just the same as
estimating a parameter 0; the function estimator f is simply a point estimator in
function space. The linear regression example (discussed above in section 5.1.4) and
the polynomial regression example (discussed in section 5.2) are both examples of
scenarios that may be interpreted either as estimating a parameter w or estimating
a function f mapping from x to y.

We now review the most commonly studied properties of point estimators and
discuss what they tell us about these estimators.

5.4.2 Bias

The bias of an estimator is defined as:

N

bias(0,,) = E(0,) — 0 (5.20)
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where the expectation is over the data (seen as samples from a random variable)
and @ is the true underlying value of 8 used to define the data generating distri-
bution. An estimator @,, is said to be unbiased if bias(6,,) = 0, which implies
that ]E(Hm) = 0. An estimator 6, is said to be asymptotlcally unbiased if
lim,, o0 blas(é ) = 0, which implies that lim,, ., E(Gm) =0.

Example: Bernoulli Distribution Consider a set of samples {33(1), cee ac(m)}
that are independently and identically distributed according to a Bernoulli distri-
bution with mean 6:

P(a®;0) = 6° (1 — o)1=+, (5.21)

A common estimator for the 6 parameter of this distribution is the mean of the

training samples:
1 =
==> 2. (5.22)
m -
=1

To determine whether this estimator is biased, we can substitute equation 5.22
into equation 5.20:

bias(fy) = E[0] — 6 (5.23)
E ﬂ% im(i)] —0 (5.24)
=1
_ %i E {w(i)} ) (5.25)
=1
m 1
== Y (e -0 g (5.26)
=1 x(H)=0
- % - 0) -0 (5.27)
=1
=0—0= (5.28)

Since bias(é) — 0, we say that our estimator 6 is unbiased.

Example: Gaussian Distribution Estimator of the Mean Now, consider
a set of samples {x(l), . ,x(m)} that are independently and identically distributed
according to a Gaussian distribution p(z®) = N (z(); u, 6?), where i € {1,...,m}.
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Recall that the Gaussian probability density function is given by

i 1 1 (2 — p)?

A common estimator of the Gaussian mean parameter is known as the sample
mean: .
1 .
==Y 20 (5.30)
m 4
=1

To determine the bias of the sample mean, we are again interested in calculating
its expectation:

bias(fim) = E[fim] — p (5.31)
- %Zm:x ] (5.32)

%Z u) (5.34)
= (5.35)

E
1 m
(EZE @D " (5.33)
[ —

Thus we find that the sample mean is an unbiased estimator of Gaussian mean
parameter.

Example: Estimators of the Variance of a Gaussian Distribution As an
example, we compare two different estimators of the variance parameter o? of a
Gaussian distribution. We are interested in knowing if either estimator is biased.

The first estimator of 02 we consider is known as the sample variance:
X 1 & N2
== (w(z) - um) , (5.36)

where [i,, is the sample mean, defined above. More formally, we are interested in
computing

bias(62) = E[2] — o (5.37)
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We begin by evaluating the term E[52 ]:
1 & 2
E|—) ( fim) ] (5.38)
m
=1
_m—1n (5.39)
=0 :

Returning to equation 5.37, we conclude that the bias of 52,is —o?/m. Therefore,
the sample variance is a biased estimator.

The unbiased sample variance estimator

52 = n% Y (g;“) —ﬂm)Q (5.40)
i=1

provides an alternative approach. As the name suggests this estimator is unbiased.
That is, we find that E[52,] = o

E[52) nﬁ ; (x@) - um) 2] (5.41)
- mL_E[&,%] (5.42)
m m—1 ,
=—7 < — > (5.43)
= o2, (5.44)

We have two estimators: one is biased and the other is not. While unbiased
estimators are clearly desirable, they are not always the “best” estimators. As we
will see we often use biased estimators that possess other important properties.

5.4.3 Variance and Standard Error

Another property of the estimator that we might want to consider is how much
we expect it to vary as a function of the data sample. Just as we computed the
expectation of the estimator to determine its bias, we can compute its variance.
The variance of an estimator is simply the variance

Var(f) (5.45)

where the random variable is the training set. Alternately, the square root of the
variance is called the standard error, denoted SE(6).
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The variance or the standard error of an estimator provides a measure of how
we would expect the estimate we compute from data to vary as we independently
resample the dataset from the underlying data generating process. Just as we
might like an estimator to exhibit low bias we would also like it to have relatively
low variance.

When we compute any statistic using a finite number of samples, our estimate
of the true underlying parameter is uncertain, in the sense that we could have
obtained other samples from the same distribution and their statistics would have
been different. The expected degree of variation in any estimator is a source of
error that we want to quantify.

The standard error of the mean is given by

1 w— . o
SE(jitm) = | Var | — | = —, 5.46
(i) w0 = U (5.46)
where 02 is the true variance of the samples z'. The standard error is often

estimated by using an estimate of . Unfortunately, neither the square root of
the sample variance nor the square root of the unbiased estimator of the variance
provide an unbiased estimate of the standard deviation. Both approaches tend
to underestimate the true standard deviation, but are still used in practice. The
square root of the unbiased estimator of the variance is less of an underestimate.
For large m, the approximation is quite reasonable.

The standard error of the mean is very useful in machine learning experiments.
We often estimate the generalization error by computing the sample mean of the
error on the test set. The number of examples in the test set determines the
accuracy of this estimate. Taking advantage of the central limit theorem, which
tells us that the mean will be approximately distributed with a normal distribution,
we can use the standard error to compute the probability that the true expectation
falls in any chosen interval. For example, the 95% confidence interval centered on
the mean [i,, is

(£t — L.96SE(fi ), firm + 1.96SE(f1y,)), (5.47)

under the normal distribution with mean fi, and variance SE(fi,)?. In machine
learning experiments, it is common to say that algorithm A is better than algorithm
B if the upper bound of the 95% confidence interval for the error of algorithm A is
less than the lower bound of the 95% confidence interval for the error of algorithm
B.
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Example: Bernoulli Distribution We once again consider a set of samples
{:17(1), e az(m)} drawn independently and identically from a Bernoulli distribution

(recall P(x®);0) = 9$(i)(1 — 9)(1_$(i))). This time we are interested in computing
the variance of the estimator 0, = %Zyil (@,

Var (ém) = Var (:ﬂ i a:(i)> (5.48)

1=1

1 — ,
= —Y Var (2 5.49

m? ; ( > (5.49)
_ % S 001 —0) (5.50)

=1

- %m@(l —9) (5.51)
= %9(1 —9) (5.52)

The variance of the estimator decreases as a function of m, the number of examples
in the dataset. This is a common property of popular estimators that we will
return to when we discuss consistency (see section 5.4.5).

5.4.4 Trading off Bias and Variance to Minimize Mean Squared
Error

Bias and variance measure two different sources of error in an estimator. Bias
measures the expected deviation from the true value of the function or parameter.
Variance on the other hand, provides a measure of the deviation from the expected
estimator value that any particular sampling of the data is likely to cause.

What happens when we are given a choice between two estimators, one with
more bias and one with more variance? How do we choose between them? For
example, imagine that we are interested in approximating the function shown in
figure 5.2 and we are only offered the choice between a model with large bias and
one that suffers from large variance. How do we choose between them?

The most common way to negotiate this trade-off is to use cross-validation.
Empirically, cross-validation is highly successful on many real-world tasks. Alter-
natively, we can also compare the mean squared error (MSE) of the estimates:

MSE = E[(0,, — 6)] (5.53)
= Bias(6,)? + Var(@n) (5.54)
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The MSE measures the overall expected deviation—in a squared error sense—
between the estimator and the true value of the parameter 6. As is clear from
equation 5.54, evaluating the MSE incorporates both the bias and the variance.
Desirable estimators are those with small MSE and these are estimators that
manage to keep both their bias and variance somewhat in check.

A

Underfitting zone Overfitting zone

Generalization

€rTor r Variance

-
- -
| o
_——_‘F-------*
Optimal Capacity
capacity

Figure 5.6: As capacity increases (a-axis), bias (dotted) tends to decrease and variance
(dashed) tends to increase, yielding another U-shaped curve for generalization error (bold
curve). If we vary capacity along one axis, there is an optimal capacity, with underfitting
when the capacity is below this optimum and overfitting when it is above. This relationship
is similar to the relationship between capacity, underfitting, and overfitting, discussed in
section 5.2 and figure 5.3.

The relationship between bias and variance is tightly linked to the machine
learning concepts of capacity, underfitting and overfitting. In the case where gen-
eralization error is measured by the MSE (where bias and variance are meaningful
components of generalization error), increasing capacity tends to increase variance
and decrease bias. This is illustrated in figure 5.6, where we see again the U-shaped
curve of generalization error as a function of capacity.

5.4.5 Consistency

So far we have discussed the properties of various estimators for a training set of
fixed size. Usually, we are also concerned with the behavior of an estimator as the
amount of training data grows. In particular, we usually wish that, as the number
of data points m in our dataset increases, our point estimates converge to the true
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value of the corresponding parameters. More formally, we would like that

A

plim On = 0. (5.55)

mM—r 00

The symbol plim indicates convergence in probability, meaning that for any € > 0,
P(|0m — 6] > €) = 0 as m — oo. The condition described by equation 5.55 is
known as consistency. It is sometimes referred to as weak consistency, with
strong consistency referring to the almost sure convergence of 6 to 6. Almost
sure convergence of a sequence of random variables x(1,x)_ ... to a value
occurs when p(limy, 00 x(m) = x)=1.

Consistency ensures that the bias induced by the estimator diminishes as the
number of data examples grows. However, the reverse is not true—asymptotic
unbiasedness does not imply consistency. For example, consider estimating the
mean parameter u of a normal distribution N (z; 1, 0?), with a dataset consisting
of m samples: {56(1), cee x(m)}. We could use the first sample () of the dataset
as an unbiased estimator: § = (1), In that case, E(0,) = 0 so the estimator
is unbiased no matter how many data points are seen. This, of course, implies
that the estimate is asymptotically unbiased. However, this is not a consistent
estimator as it is not the case that ém — 0 as m — oo.

5.5 Maximum Likelihood Estimation

Previously, we have seen some definitions of common estimators and analyzed
their properties. But where did these estimators come from? Rather than guessing
that some function might make a good estimator and then analyzing its bias and
variance, we would like to have some principle from which we can derive specific
functions that are good estimators for different models.

The most common such principle is the maximum likelihood principle.

Consider a set of m examples X = {£™), ... &™)} drawn independently from
the true but unknown data generating distribution pgata (X).

Let pmodel(X;0) be a parametric family of probability distributions over the
same space indexed by 6. In other words, pyodel(®;0) maps any configuration x
to a real number estimating the true probability pgata ().

The maximum likelihood estimator for @ is then defined as

O\t = arg max pmodel(X; 0) (5.56)
(7]
= arg gnax Hpmodel(a: @. 9) (5.57)
i=1
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This product over many probabilities can be inconvenient for a variety of reasons.
For example, it is prone to numerical underflow. To obtain a more convenient
but equivalent optimization problem, we observe that taking the logarithm of the
likelihood does not change its arg max but does conveniently transform a product
into a sum: o

O\, = arg max Z logpmodel(a:(i) ;0). (5.58)
o =1
Because the argmax does not change when we rescale the cost function, we can
divide by m to obtain a version of the criterion that is expressed as an expectation
with respect to the empirical distribution py,t, defined by the training data:

O\ = argénaXExNﬁdata 10g Prmodel (2 0). (5.59)

One way to interpret maximum likelihood estimation is to view it as minimizing
the dissimilarity between the empirical distribution pgata defined by the training
set and the model distribution, with the degree of dissimilarity between the two
measured by the KL divergence. The KL divergence is given by

DKL (ﬁdata ||prnodel) = Exrvﬁdata [logﬁdata (CB) - 10gpm0del(w)] . (560)

The term on the left is a function only of the data generating process, not the
model. This means when we train the model to minimize the KL divergence, we
need only minimize

~ Expaata 108 Pmodel ()] (5.61)
which is of course the same as the maximization in equation 5.59.

Minimizing this KL divergence corresponds exactly to minimizing the cross-
entropy between the distributions. Many authors use the term “cross-entropy” to
identify specifically the negative log-likelihood of a Bernoulli or softmax distribution,
but that is a misnomer. Any loss consisting of a negative log-likelihood is a cross-
entropy between the empirical distribution defined by the training set and the
probability distribution defined by model. For example, mean squared error is the
cross-entropy between the empirical distribution and a Gaussian model.

We can thus see maximum likelihood as an attempt to make the model dis-
tribution match the empirical distribution pqata. Ideally, we would like to match
the true data generating distribution pga:,, but we have no direct access to this
distribution.

While the optimal @ is the same regardless of whether we are maximizing the
likelihood or minimizing the KL divergence, the values of the objective functions
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are different. In software, we often phrase both as minimizing a cost function.
Maximum likelihood thus becomes minimization of the negative log-likelihood
(NLL), or equivalently, minimization of the cross entropy. The perspective of
maximum likelihood as minimum KL divergence becomes helpful in this case
because the KL divergence has a known minimum value of zero. The negative
log-likelihood can actually become negative when x is real-valued.

5.5.1 Conditional Log-Likelihood and Mean Squared Error

The maximum likelihood estimator can readily be generalized to the case where
our goal is to estimate a conditional probability P(y | x;8) in order to predict y
given x. This is actually the most common situation because it forms the basis for
most supervised learning. If X represents all our inputs and Y all our observed
targets, then the conditional maximum likelihood estimator is

Oy, = argmax P(Y | X;0). (5.62)
(7]

If the examples are assumed to be i.i.d., then this can be decomposed into

Onir, = arg maxz log P(y¥ | £9; ). (5.63)
o =

Example: Linear Regression as Maximum Likelihood Linear regression,
introduced earlier in section 5.1.4, may be justified as a maximum likelihood
procedure. Previously, we motivated linear regression as an algorithm that learns
to take an input « and produce an output value . The mapping from x to 7 is
chosen to minimize mean squared error, a criterion that we introduced more or less
arbitrarily. We now revisit linear regression from the point of view of maximum
likelihood estimation. Instead of producing a single prediction g, we now think
of the model as producing a conditional distribution p(y | ). We can imagine
that with an infinitely large training set, we might see several training examples
with the same input value & but different values of 3. The goal of the learning
algorithm is now to fit the distribution p(y | ) to all of those different y values
that are all compatible with x. To derive the same linear regression algorithm
we obtained before, we define p(y | ) =N (y;9(z; w), 0?). The function §(x; w)
gives the prediction of the mean of the Gaussian. In this example, we assume that
the variance is fixed to some constant o 2 chosen by the user. We will see that this
choice of the functional form of p(y | ) causes the maximum likelihood estimation
procedure to yield the same learning algorithm as we developed before. Since the
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examples are assumed to be i.i.d., the conditional log-likelihood (equation 5.63) is
given by

> logp(y? | 2"); ) (5.64)
i=1
™ lg@ — y(Z)H
=—mlogo — — 10g (2m) Z 52 : (5.65)

where gj(i) is the output of the linear regression on the i-th input 2@ and m is the
number of the training examples. Comparing the log-likelihood with the mean
squared error,

m
MSEiain = :; > 1159 -y P, (5.66)
i=1
we immediately see that maximizing the log-likelihood with respect to w yields
the same estimate of the parameters w as does minimizing the mean squared error.
The two criteria have different values but the same location of the optimum. This
justifies the use of the MSE as a maximum likelihood estimation procedure. As we
will see, the maximum likelihood estimator has several desirable properties.

5.5.2 Properties of Maximum Likelihood

The main appeal of the maximum likelihood estimator is that it can be shown to
be the best estimator asymptotically, as the number of examples m — 00, in terms
of its rate of convergence as m increases.

Under appropriate conditions, the maximum likelihood estimator has the
property of consistency (see section 5.4.5 above), meaning that as the number
of training examples approaches infinity, the maximum likelihood estimate of a
parameter converges to the true value of the parameter. These conditions are:

e The true distribution pgata must lie within the model family pmodel(-; @).
Otherwise, no estimator can recover pgata -

e The true distribution pgata must correspond to exactly one value of 8. Other-
wise, maximum likelihood can recover the correct pgata, but will not be able
to determine which value of 8 was used by the data generating processing.

There are other inductive principles besides the maximum likelihood estima-
tor, many of which share the property of being consistent estimators. However,
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consistent estimators can differ in their statistic efficiency, meaning that one
consistent estimator may obtain lower generalization error for a fixed number of
samples m, or equivalently, may require fewer examples to obtain a fixed level of
generalization error.

Statistical efficiency is typically studied in the parametric case (like in linear
regression) where our goal is to estimate the value of a parameter (and assuming
it is possible to identify the true parameter), not the value of a function. A way to
measure how close we are to the true parameter is by the expected mean squared
error, computing the squared difference between the estimated and true parameter
values, where the expectation is over m training samples from the data generating
distribution. That parametric mean squared error decreases as m increases, and
for m large, the Cramér-Rao lower bound (220, : , ) shows that no
consistent estimator has a lower mean squared error than the maximum likelihood
estimator.

For these reasons (consistency and efficiency), maximum likelihood is often
considered the preferred estimator to use for machine learning. When the number
of examples is small enough to yield overfitting behavior, regularization strategies
such as weight decay may be used to obtain a biased version of maximum likelihood
that has less variance when training data is limited.

5.6 Bayesian Statistics

So far we have discussed frequentist statistics and approaches based on estimat-
ing a single value of @, then making all predictions thereafter based on that one
estimate. Another approach is to consider all possible values of 8 when making a
prediction. The latter is the domain of Bayesian statistics.

As discussed in section 5.4.1, the frequentist perspective is that the true
parameter value 0 is fixed but unknown, while the point estimate 6 is a random
variable on account of it being a function of the dataset (which is seen as random).

The Bayesian perspective on statistics is quite different. The Bayesian uses
probability to reflect degrees of certainty of states of knowledge. The dataset is
directly observed and so is not random. On the other hand, the true parameter 6
is unknown or uncertain and thus is represented as a random variable.

Before observing the data, we represent our knowledge of @ using the prior
probability distribution, p(€) (sometimes referred to as simply “the prior”).
Generally, the machine learning practitioner selects a prior distribution that is
quite broad (i.e. with high entropy) to reflect a high degree of uncertainty in the
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value of 8 before observing any data. For example, one might assume a prior:i that
0 lies in some finite range or volume, with a uniform distribution. Many priors
instead reflect a preference for “simpler” solutions (such as smaller magnitude
coefficients, or a function that is closer to being constant).

Now consider that we have a set of data samples {m(l), ) }. We can
recover the effect of data on our belief about 6 by combining the data likelihood
p(zM, ..., 2™ | @) with the prior via Bayes’ rule:

p(zM, .. 2™ | 6)p(6)
plx@, ... xm))

In the scenarios where Bayesian estimation is typically used, the prior begins as a
relatively uniform or Gaussian distribution with high entropy, and the observation
of the data usually causes the posterior to lose entropy and concentrate around a
few highly likely values of the parameters.

p(@ | =M M) = (5.67)

Relative to maximum likelihood estimation, Bayesian estimation offers two
important differences. First, unlike the maximum likelihood approach that makes
predictions using a point estimate of 8, the Bayesian approach is to make predictions
using a full distribution over 6. For example, after observing m examples, the
predicted distribution over the next data sample, (™Y | is given by

pa™M D | 2D gm)y = / @™V | @)po | =V .. ™) de.  (5.68)

Here each value of 8 with positive probability density contributes to the prediction
of the next example, with the contribution weighted by the posterior density itself.
After having observed {:c(l), e ,a:(m)}, if we are still quite uncertain about the
value of 6, then this uncertainty is incorporated directly into any predictions we
might make.

In section 5.4, we discussed how the frequentist approach addresses the uncer-
tainty in a given point estimate of 8 by evaluating its variance. The variance of
the estimator is an assessment of how the estimate might change with alternative
samplings of the observed data. The Bayesian answer to the question of how to deal
with the uncertainty in the estimator is to simply integrate over it, which tends to
protect well against overfitting. This integral is of course just an application of
the laws of probability, making the Bayesian approach simple to justify, while the
frequentist machinery for constructing an estimator is based on the rather ad hoc
decision to summarize all knowledge contained in the dataset with a single point
estimate.

The second important difference between the Bayesian approach to estimation
and the maximum likelihood approach is due to the contribution of the Bayesian
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prior distribution. The prior has an influence by shifting probability mass density
towards regions of the parameter space that are preferred a priori. In practice,
the prior often expresses a preference for models that are simpler or more smooth.
Critics of the Bayesian approach identify the prior as a source of subjective human
judgment impacting the predictions.

Bayesian methods typically generalize much better when limited training data
is available, but typically suffer from high computational cost when the number of
training examples is large.

Example: Bayesian Linear Regression Here we consider the Bayesian esti-
mation approach to learning the linear regression parameters. In linear regression,
we learn a linear mapping from an input vector & € R"™ to predict the value of a
scalar y € R. The prediction is parametrized by the vector w € R":

j=w' . (5.69)

Given a set of m training samples (X (train) o) (train) ), we can express the prediction
of y over the entire training set as:

g(train) _ X(train)w. (570)
Expressed as a Gaussian conditional distribution on y(train) , we have
p(y(train) | X(train)’ ’LU) _ N(y(train); X(train)w, I) (571)

1 ain rain rain rain
scexp (= 4y - X )T () X))
(5.72)

where we follow the standard MSE formulation in assuming that the Gaussian
variance on y is one. In what follows, to reduce the notational burden, we refer to
(X(train) LY (train)) as simply (X, y)‘

To determine the posterior distribution over the model parameter vector w, we
first need to specify a prior distribution. The prior should reflect our naive belief
about the value of these parameters. While it is sometimes difficult or unnatural
to express our prior beliefs in terms of the parameters of the model, in practice we
typically assume a fairly broad distribution expressing a high degree of uncertainty
about 6. For real-valued parameters it is common to use a Gaussian as a prior
distribution:

p(w) = N(w; po, Ag) o exp <—%(w - uo)TAgl(w - uo)) , (5.73)
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where po and Ag are the prior distribution mean vector and covariance matrix
respectively. !

With the prior thus specified, we can now proceed in determining the posterior
distribution over the model parameters.

plw| X, y) < p(y | X, w)p(w) (5.74)
scexp (= Xw)" (y ~ X)) exp (0~ o) A (w = o))
(5.75)

1
o exp (-5 (—2yTXw +w X T Xw+w Aglw — 2uoTAalw)> :
(5.76)

We now define A, = (XTX + Aﬂ_l)_l and p, = Ay, (XTy + Ao_luo) Using
these new variables, we find that the posterior may be rewritten as a Gaussian
distribution:

plw | X,y) < exp (— (w — )" AL (w — ) + %ul&#um> (5.77)

N =

xexp (= (= )" A =g ) (5.79)

All terms that do not include the parameter vector w have been omitted; they
are implied by the fact that the distribution must be normalized to integrate to 1.
Equation 3.23 shows how to normalize a multivariate Gaussian distribution.

Examining this posterior distribution allows us to gain some intuition for the
effect of Bayesian inference. In most situations, we set pp to 0. If we set Ag = };I ,
then p,, gives the same estimate of w as does frequentist linear regression with a
weight decay penalty of cw'w. One difference is that the Bayesian estimate is
undefined if « is set to zero—-we are not allowed to begin the Bayesian learning
process with an infinitely wide prior on w. The more important difference is that
the Bayesian estimate provides a covariance matrix, showing how likely all the
different values of w are, rather than providing only the estimate ,,.

5.6.1 Maximum A Posterior: (MAP) Estimation

While the most principled approach is to make predictions using the full Bayesian
posterior distribution over the parameter 0, it is still often desirable to have a

1 . . . .
Unless there is a reason to assume a particular covariance structure, we typically assume a
diagonal covariance matrix Ao = diag(Ao).
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single point estimate. One common reason for desiring a point estimate is that
most operations involving the Bayesian posterior for most interesting models are
intractable, and a point estimate offers a tractable approximation. Rather than
simply returning to the maximum likelihood estimate, we can still gain some of
the benefit of the Bayesian approach by allowing the prior to influence the choice
of the point estimate. One rational way to do this is to choose the maximum
a posteriori (MAP) point estimate. The MAP estimate chooses the point of
maximal posterior probability (or maximal probability density in the more common
case of continuous 0):

Oviap = argmax p(0 | ) = argmax logp(x | 0) + log p(0). (5.79)
) 0

We recognize, above on the right hand side, logp(x | €), i.e. the standard log-
likelihood term, and log p(@), corresponding to the prior distribution.

As an example, consider a linear regression model with a Gaussian prior on
the weights w. If this prior is given by N(w;0, %IQ), then the log-prior term in
equation 5.79 is proportional to the familiar Aw ' w weight decay penalty, plus a
term that does not depend on w and does not affect the learning process. MAP
Bayesian inference with a Gaussian prior on the weights thus corresponds to weight
decay.

As with full Bayesian inference, MAP Bayesian inference has the advantage of
leveraging information that is brought by the prior and cannot be found in the
training data. This additional information helps to reduce the variance in the
MAP point estimate (in comparison to the ML estimate). However, it does so at
the price of increased bias.

Many regularized estimation strategies, such as maximum likelihood learning
regularized with weight decay, can be interpreted as making the MAP approxima-
tion to Bayesian inference. This view applies when the regularization consists of
adding an extra term to the objective function that corresponds to logp(@). Not
all regularization penalties correspond to MAP Bayesian inference. For example,
some regularizer terms may not be the logarithm of a probability distribution.
Other regularization terms depend on the data, which of course a prior probability
distribution is not allowed to do.

MAP Bayesian inference provides a straightforward way to design complicated
yet interpretable regularization terms. For example, a more complicated penalty
term can be derived by using a mixture of Gaussians, rather than a single Gaussian
distribution, as the prior ( , ).
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5.7 Supervised Learning Algorithms

Recall from section 5.1.3 that supervised learning algorithms are, roughly speaking,
learning algorithms that learn to associate some input with some output, given a
training set of examples of inputs  and outputs y. In many cases the outputs
y may be difficult to collect automatically and must be provided by a human
“supervisor,” but the term still applies even when the training set targets were
collected automatically.

5.7.1 Probabilistic Supervised Learning

Most supervised learning algorithms in this book are based on estimating a
probability distribution p(y | ). We can do this simply by using maximum
likelihood estimation to find the best parameter vector @ for a parametric family
of distributions p(y | x; 8).

We have already seen that linear regression corresponds to the family
ply | ®;0) = N(y; 0"z, I). (5.80)

We can generalize linear regression to the classification scenario by defining a
different family of probability distributions. If we have two classes, class 0 and
class 1, then we need only specify the probability of one of these classes. The
probability of class 1 determines the probability of class 0, because these two values
must add up to 1.

The normal distribution over real-valued numbers that we used for linear
regression is parametrized in terms of a mean. Any value we supply for this mean
is valid. A distribution over a binary variable is slightly more complicated, because
its mean must always be between 0 and 1. One way to solve this problem is to use
the logistic sigmoid function to squash the output of the linear function into the
interval (0, 1) and interpret that value as a probability:

ply=1|z:0)=0(0 ). (5.81)

This approach is known as logistic regression (a somewhat strange name since
we use the model for classification rather than regression).

In the case of linear regression, we were able to find the optimal weights by
solving the normal equations. Logistic regression is somewhat more difficult. There
is no closed-form solution for its optimal weights. Instead, we must search for
them by maximizing the log-likelihood. We can do this by minimizing the negative
log-likelihood (NLL) using gradient descent.
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This same strategy can be applied to essentially any supervised learning problem,
by writing down a parametric family of conditional probability distributions over
the right kind of input and output variables.

5.7.2 Support Vector Machines

One of the most influential approaches to supervised learning is the support vector
machine ( , ; , ). This model is similar to
logistic regression in that it is driven by a linear function w "a +b. Unlike logistic
regression, the support vector machine does not provide probabilities, but only
outputs a class identity. The SVM predicts that the positive class is present when
w' x + b is positive. Likewise, it predicts that the negative class is present when
w' x + b is negative.

One key innovation associated with support vector machines is the kernel
trick. The kernel trick consists of observing that many machine learning algorithms
can be written exclusively in terms of dot products between examples. For example,
it can be shown that the linear function used by the support vector machine can
be re-written as

m
w'x+b=b+ Z A AR (5.82)
i=1
where () is a training example and « is a vector of coefficients. Rewriting the
learning algorithm this way allows us to replace @ by the output of a given feature
function ¢(a) and the dot product with a function k(x, ®) = ¢(x)- ¢ (¥ called
a kernel. The - operator represents an inner product analogous to ¢(x) T ¢(x®).
For some feature spaces, we may not use literally the vector inner product. In
some infinite dimensional spaces, we need to use other kinds of inner products, for
example, inner products based on integration rather than summation. A complete
development of these kinds of inner products is beyond the scope of this book.

After replacing dot products with kernel evaluations, we can make predictions
using the function

fl@)=b+> aik(z,z). (5.83)

This function is nonlinear with respect to x, but the relationship between ¢ (x)
and f(x) is linear. Also, the relationship between o and f(x) is linear. The
kernel-based function is exactly equivalent to preprocessing the data by applying
¢(x) to all inputs, then learning a linear model in the new transformed space.

The kernel trick is powerful for two reasons. First, it allows us to learn models
that are nonlinear as a function of x using convex optimization techniques that are
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guaranteed to converge efficiently. This is possible because we consider ¢ fixed and
optimize only «, i.e., the optimization algorithm can view the decision function
as being linear in a different space. Second, the kernel function k often admits
an implementation that is significantly more computational efficient than naively
constructing two ¢(x) vectors and explicitly taking their dot product.

In some cases, ¢(x) can even be infinite dimensional, which would result in
an infinite computational cost for the naive, explicit approach. In many cases,
k(x,x') is a nonlinear, tractable function of x even when ¢(x) is intractable. As
an example of an infinite-dimensional feature space with a tractable kernel, we
construct a feature mapping ¢(x) over the non-negative integers x. Suppose that
this mapping returns a vector containing x ones followed by infinitely many zeros.
We can write a kernel function k(z,z ) = min(z, 2(9) that is exactly equivalent
to the corresponding infinite-dimensional dot product.

The most commonly used kernel is the Gaussian kernel
k(u,v) = N(u—v;0,0°1) (5.84)

where N(z; pu, X) is the standard normal density. This kernel is also known as
the radial basis function (RBF) kernel, because its value decreases along lines
in v space radiating outward from uw. The Gaussian kernel corresponds to a dot
product in an infinite-dimensional space, but the derivation of this space is less
straightforward than in our example of the min kernel over the integers.

We can think of the Gaussian kernel as performing a kind of template match-
ing. A training example x associated with training label y becomes a template
for class y. When a test point @’ is near  according to Euclidean distance, the
Gaussian kernel has a large response, indicating that x’ is very similar to the x
template. The model then puts a large weight on the associated training label .
Overall, the prediction will combine many such training labels weighted by the
similarity of the corresponding training examples.

Support vector machines are not the only algorithm that can be enhanced
using the kernel trick. Many other linear models can be enhanced in this way. The
category of algorithms that employ the kernel trick is known as kernel machines
or kernel methods ( , : , ).

A major drawback to kernel machines is that the cost of evaluating the decision
function is linear in the number of training examples, because the i-th example
contributes a term a;k (x, ) to the decision function. Support vector machines
are able to mitigate this by learning an a vector that contains mostly zeros.
Classifying a new example then requires evaluating the kernel function only for
the training examples that have non-zero ;. These training examples are known
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as support vectors.

Kernel machines also suffer from a high computational cost of training when
the dataset is large. We will revisit this idea in section 5.9. Kernel machines with
generic kernels struggle to generalize well. We will explain why in section 5.11. The
modern incarnation of deep learning was designed to overcome these limitations of
kernel machines. The current deep learning renaissance began when
( ) demonstrated that a neural network could outperform the RBF kernel SVM
on the MNIST benchmark.

5.7.3 Other Simple Supervised Learning Algorithms

We have already briefly encountered another non-probabilistic supervised learning
algorithm, nearest neighbor regression. More generally, k-nearest neighbors is
a family of techniques that can be used for classification or regression. As a
non-parametric learning algorithm, k-nearest neighbors is not restricted to a fixed
number of parameters. We usually think of the k-nearest neighbors algorithm
as not having any parameters, but rather implementing a simple function of the
training data. In fact, there is not even really a training stage or learning process.
Instead, at test time, when we want to produce an output y for a new test input ,
we find the k-nearest neighbors to  in the training data X. We then return the
average of the corresponding y values in the training set. This works for essentially
any kind of supervised learning where we can define an average over y values. In
the case of classification, we can average over one-hot code vectors ¢ with ¢, =1
and ¢; = 0 for all other values of i. We can then interpret the average over these
one-hot codes as giving a probability distribution over classes. As a non-parametric
learning algorithm, k-nearest neighbor can achieve very high capacity. For example,
suppose we have a multiclass classification task and measure performance with 0-1
loss. In this setting, 1-nearest neighbor converges to double the Bayes error as the
number of training examples approaches infinity. The error in excess of the Bayes
error results from choosing a single neighbor by breaking ties between equally
distant neighbors randomly. When there is infinite training data, all test points x
will have infinitely many training set neighbors at distance zero. If we allow the
algorithm to use all of these neighbors to vote, rather than randomly choosing one
of them, the procedure converges to the Bayes error rate. The high capacity of
k-nearest neighbors allows it to obtain high accuracy given a large training set.
However, it does so at high computational cost, and it may generalize very badly
given a small, finite training set. One weakness of k-nearest neighbors is that it
cannot learn that one feature is more discriminative than another. For example,
imagine we have a regression task with & € R1%0 drawn from an isotropic Gaussian
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distribution, but only a single variable z; is relevant to the output. Suppose
further that this feature simply encodes the output directly, i.e. that y = z1 in all
cases. Nearest neighbor regression will not be able to detect this simple pattern.
The nearest neighbor of most points « will be determined by the large number of
features xo through z109, not by the lone feature x;. Thus the output on small
training sets will essentially be random.

144



CHAPTER 5. MACHINE LEARNING BASICS

010 011 110 0

1110 1111

Figure 5.7: Diagrams describing how a decision tree works. (Top)Each node of the tree
chooses to send the input example to the child node on the left (0) or or the child node on
the right (1). Internal nodes are drawn as circles and leaf nodes as squares. Each node is
displayed with a binary string identifier corresponding to its position in the tree, obtained
by appending a bit to its parent identifier (0=choose left or top, 1=choose right or bottom).
(Bottom)The tree divides space into regions. The 2D plane shows how a decision tree
might divide R?. The nodes of the tree are plotted in this plane, with each internal node
drawn along the dividing line it uses to categorize examples, and leaf nodes drawn in the
center of the region of examples they receive. The result is a piecewise-constant function,
with one piece per leaf. Each leaf requires at least one training example to define, so it is
not possible for the decision tree to learn a function that has more local maxima than the
number of training examples.
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Another type of learning algorithm that also breaks the input space into regions
and has separate parameters for each region is the decision tree ( ,
) and its many variants. As shown in figure 5.7, each node of the decision
tree is associated with a region in the input space, and internal nodes break that
region into one sub-region for each child of the node (typically using an axis-aligned
cut). Space is thus sub-divided into non-overlapping regions, with a one-to-one
correspondence between leaf nodes and input regions. Each leaf node usually maps
every point in its input region to the same output. Decision trees are usually
trained with specialized algorithms that are beyond the scope of this book. The
learning algorithm can be considered non-parametric if it is allowed to learn a tree
of arbitrary size, though decision trees are usually regularized with size constraints
that turn them into parametric models in practice. Decision trees as they are
typically used, with axis-aligned splits and constant outputs within each node,
struggle to solve some problems that are easy even for logistic regression. For
example, if we have a two-class problem and the positive class occurs wherever
x92 > 11, the decision boundary is not axis-aligned. The decision tree will thus
need to approximate the decision boundary with many nodes, implementing a step
function that constantly walks back and forth across the true decision function
with axis-aligned steps.

As we have seen, nearest neighbor predictors and decision trees have many
limitations. Nonetheless, they are useful learning algorithms when computational
resources are constrained. We can also build intuition for more sophisticated
learning algorithms by thinking about the similarities and differences between
sophisticated algorithms and k-NN or decision tree baselines.

See ( ), ( ), ( ) or other machine
learning textbooks for more material on traditional supervised learning algorithms.

5.8 Unsupervised Learning Algorithms

Recall from section 5.1.3 that unsupervised algorithms are those that experience
only “features” but not a supervision signal. The distinction between supervised
and unsupervised algorithms is not formally and rigidly defined because there is no
objective test for distinguishing whether a value is a feature or a target provided by
a supervisor. Informally, unsupervised learning refers to most attempts to extract
information from a distribution that do not require human labor to annotate
examples. The term is usually associated with density estimation, learning to
draw samples from a distribution, learning to denoise data from some distribution,
finding a manifold that the data lies near, or clustering the data into groups of
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related examples.

A classic unsupervised learning task is to find the “best” representation of the
data. By ‘best’ we can mean different things, but generally speaking we are looking
for a representation that preserves as much information about x as possible while
obeying some penalty or constraint aimed at keeping the representation simpler or
more accessible than @ itself.

There are multiple ways of defining a simpler representation. Three of the
most common include lower dimensional representations, sparse representations
and independent representations. Low-dimensional representations attempt to
compress as much information about x as possible in a smaller representation.
Sparse representations ( , ; , ;

, ) embed the dataset into a representation whose entries are
mostly zeroes for most inputs. The use of sparse representations typically requires
increasing the dimensionality of the representation, so that the representation
becoming mostly zeroes does not discard too much information. This results in an
overall structure of the representation that tends to distribute data along the axes
of the representation space. Independent representations attempt to disentangle
the sources of variation underlying the data distribution such that the dimensions
of the representation are statistically independent.

Of course these three criteria are certainly not mutually exclusive. Low-
dimensional representations often yield elements that have fewer or weaker de-
pendencies than the original high-dimensional data. This is because one way to
reduce the size of a representation is to find and remove redundancies. Identifying
and removing more redundancy allows the dimensionality reduction algorithm to
achieve more compression while discarding less information.

The notion of representation is one of the central themes of deep learning and
therefore one of the central themes in this book. In this section, we develop some
simple examples of representation learning algorithms. Together, these example
algorithms show how to operationalize all three of the criteria above. Most of the
remaining chapters introduce additional representation learning algorithms that
develop these criteria in different ways or introduce other criteria.

5.8.1 Principal Components Analysis

In section 2.12, we saw that the principal components analysis algorithm provides
a means of compressing data. We can also view PCA as an unsupervised learning
algorithm that learns a representation of data. This representation is based on
two of the criteria for a simple representation described above. PCA learns a
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Figure 5.8: PCA learns a linear projection that aligns the direction of greatest variance
with the axes of the new space. (Left)The original data consists of samples of . In this
space, the variance might occur along directions that are not axis-aligned. (Right)The
transformed data z = ' W now varies most along the axis z;. The direction of second
most variance is now along zs.

representation that has lower dimensionality than the original input. It also learns
a representation whose elements have no linear correlation with each other. This
is a first step toward the criterion of learning representations whose elements are
statistically independent. To achieve full independence, a representation learning
algorithm must also remove the nonlinear relationships between variables.

PCA learns an orthogonal, linear transformation of the data that projects an
input & to a representation z as shown in figure 5.8. In section 2.12, we saw that
we could learn a one-dimensional representation that best reconstructs the original
data (in the sense of mean squared error) and that this representation actually
corresponds to the first principal component of the data. Thus we can use PCA
as a simple and effective dimensionality reduction method that preserves as much
of the information in the data as possible (again, as measured by least-squares
reconstruction error). In the following, we will study how the PCA representation
decorrelates the original data representation X.

Let us consider the m x n-dimensional design matrix X. We will assume that
the data has a mean of zero, E[x] = 0. If this is not the case, the data can easily
be centered by subtracting the mean from all examples in a preprocessing step.

The unbiased sample covariance matrix associated with X is given by:

1
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PCA finds a representation (through linear transformation) z = x' W where
Var|z] is diagonal.

In section 2.12, we saw that the principal components of a design matrix X
are given by the eigenvectors of X X. From this view,

X'X =WAW'. (5.86)

In this section, we exploit an alternative derivation of the principal components. The
principal components may also be obtained via the singular value decomposition.
Specifically, they are the right singular vectors of X . To see this, let W be the
right singular vectors in the decomposition X = UXW T. We then recover the
original eigenvector equation with W as the eigenvector basis:

i}
XTX = (Uz:WT) USWT = Ws2w'. (5.87)

The SVD is helpful to show that PCA results in a diagonal Var [z]. Using the
SVD of X, we can express the variance of X as:

1

1
- 5.
uswHTusw’ 89
m —
1
= — _wx'v'uzw’ (5.90)
m — 1
1
= ——W2wW', (5.91)
m— 1

where we use the fact that U U = I because the U matrix of the singular value
decomposition is defined to be orthogonal. This shows that if we take z = &' W,
we can ensure that the covariance of z is diagonal as required:

1
Var[z| = 71ZTZ (5.92)
m J—
1
- — W' X'XW (5.93)
m—1
1
= — WWwWIW'w (5.94)
m—1
|

where this time we use the fact that W TW = I, again from the definition of the
SVD.
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The above analysis shows that when we project the data x to z, via the linear
transformation W the resulting representation has a diagonal covariance matrix
(as given by X?) which immediately implies that the individual elements of z are
mutually uncorrelated.

This ability of PCA to transform data into a representation where the elements
are mutually uncorrelated is a very important property of PCA. It is a simple
example of a representation that attempts to disentangle the unknown factors of
variation underlying the data. In the case of PCA, this disentangling takes the
form of finding a rotation of the input space (described by W) that aligns the
principal axes of variance with the basis of the new representation space associated
with z.

While correlation is an important category of dependency between elements of
the data, we are also interested in learning representations that disentangle more
complicated forms of feature dependencies. For this, we will need more than what
can be done with a simple linear transformation.

5.8.2 k-means Clustering

Another example of a simple representation learning algorithm is k£-means clustering.
The k-means clustering algorithm divides the training set into k different clusters
of examples that are near each other. We can thus think of the algorithm as
providing a k-dimensional one-hot code vector h representing an input . If x
belongs to cluster i, then h; = 1 and all other entries of the representation h are
ZEro.

The one-hot code provided by kmeans clustering is an example of a sparse
representation, because the majority of its entries are zero for every input. Later,
we will develop other algorithms that learn more flexible sparse representations,
where more than one entry can be non-zero for each input . One-hot codes
are an extreme example of sparse representations that lose many of the benefits
of a distributed representation. The one-hot code still confers some statistical
advantages (it naturally conveys the idea that all examples in the same cluster are
similar to each other) and it confers the computational advantage that the entire
representation may be captured by a single integer.

The k-means algorithm works by initializing k different centroids {pu™V, ..., pn®}
to different values, then alternating between two different steps until convergence.
In one step, each training example is assigned to cluster ¢, where ¢ is the index of
the nearest centroid u(i). In the other step, each centroid u(i) is updated to the
mean of all training examples (/) assigned to cluster 1.
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One difficulty pertaining to clustering is that the clustering problem is inherently
ill-posed, in the sense that there is no single criterion that measures how well a
clustering of the data corresponds to the real world. We can measure properties of
the clustering such as the average Euclidean distance from a cluster centroid to the
members of the cluster. This allows us to tell how well we are able to reconstruct
the training data from the cluster assignments. We do not know how well the
cluster assignments correspond to properties of the real world. Moreover, there
may be many different clusterings that all correspond well to some property of
the real world. We may hope to find a clustering that relates to one feature but
obtain a different, equally valid clustering that is not relevant to our task. For
example, suppose that we run two clustering algorithms on a dataset consisting of
images of red trucks, images of red cars, images of gray trucks, and images of gray
cars. If we ask each clustering algorithm to find two clusters, one algorithm may
find a cluster of cars and a cluster of trucks, while another may find a cluster of
red vehicles and a cluster of gray vehicles. Suppose we also run a third clustering
algorithm, which is allowed to determine the number of clusters. This may assign
the examples to four clusters, red cars, red trucks, gray cars, and gray trucks. This
new clustering now at least captures information about both attributes, but it has
lost information about similarity. Red cars are in a different cluster from gray
cars, just as they are in a different cluster from gray trucks. The output of the
clustering algorithm does not tell us that red cars are more similar to gray cars
than they are to gray trucks. They are different from both things, and that is all
we know.

These issues illustrate some of the reasons that we may prefer a distributed
representation to a one-hot representation. A distributed representation could have
two attributes for each vehicle—one representing its color and one representing
whether it is a car or a truck. It is still not entirely clear what the optimal
distributed representation is (how can the learning algorithm know whether the
two attributes we are interested in are color and car-versus-truck rather than
manufacturer and age?) but having many attributes reduces the burden on the
algorithm to guess which single attribute we care about, and allows us to measure
similarity between objects in a fine-grained way by comparing many attributes
instead of just testing whether one attribute matches.

5.9 Stochastic Gradient Descent

Nearly all of deep learning is powered by one very important algorithm: stochastic
gradient descent or SGD. Stochastic gradient descent is an extension of the
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gradient descent algorithm introduced in section 4.3.

A recurring problem in machine learning is that large training sets are necessary
for good generalization, but large training sets are also more computationally
expensive.

The cost function used by a machine learning algorithm often decomposes as a

sum over training examples of some per-example loss function. For example, the
negative conditional log-likelihood of the training data can be written as

m

1 . .
(0) = B ypia L(,9,0) = — 3 Lz ,4/9,6) (5.96)
i=1

where L is the per-example loss L(x,y,0) = —logp(y | «;0).

For these additive cost functions, gradient descent requires computing
1 m
VeJ(0) = = VeL(z®, 49 6). 5.97
e<)m;e<w,y,> (5.97)

The computational cost of this operation is O(m ). As the training set size grows to
billions of examples, the time to take a single gradient step becomes prohibitively
long.

The insight of stochastic gradient descent is that the gradient is an expectation.
The expectation may be approximately estimated using a small set of samples.
Specifically, on each step of the algorithm, we can sample a minibatch of examples
B = {a:(l), ce zc(ml)} drawn uniformly from the training set. The minibatch size
m’ is typically chosen to be a relatively small number of examples, ranging from
1 to a few hundred. Crucially, m/ is usually held fixed as the training set size m
grows. We may fit a training set with billions of examples using updates computed
on only a hundred examples.

The estimate of the gradient is formed as
1o
_ = (@) (@)
g= m,Vg E_l Lz, y",0). (5.98)

using examples from the minibatch B. The stochastic gradient descent algorithm
then follows the estimated gradient downhill:

0+ 0—cg, (5.99)

where € is the learning rate.
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Gradient descent in general has often been regarded as slow or unreliable. In
the past, the application of gradient descent to non-convex optimization problems
was regarded as foolhardy or unprincipled. Today, we know that the machine
learning models described in part [T work very well when trained with gradient
descent. The optimization algorithm may not be guaranteed to arrive at even a
local minimum in a reasonable amount of time, but it often finds a very low value
of the cost function quickly enough to be useful.

Stochastic gradient descent has many important uses outside the context of
deep learning. It is the main way to train large linear models on very large
datasets. For a fixed model size, the cost per SGD update does not depend on the
training set size m. In practice, we often use a larger model as the training set size
increases, but we are not forced to do so. The number of updates required to reach
convergence usually increases with training set size. However, as m approaches
infinity, the model will eventually converge to its best possible test error before
SGD has sampled every example in the training set. Increasing m further will not
extend the amount of training time needed to reach the model’s best possible test
error. From this point of view, one can argue that the asymptotic cost of training
a model with SGD is O(1) as a function of m.

Prior to the advent of deep learning, the main way to learn nonlinear models
was to use the kernel trick in combination with a linear model. Many kernel learning
algorithms require constructing an m X m matrix G; j = k(x®), ) ). Constructing
this matrix has computational cost O (m?), which is clearly undesirable for datasets
with billions of examples. In academia, starting in 2006, deep learning was
initially interesting because it was able to generalize to new examples better
than competing algorithms when trained on medium-sized datasets with tens of
thousands of examples. Soon after, deep learning garnered additional interest in
industry, because it provided a scalable way of training nonlinear models on large
datasets.

Stochastic gradient descent and many enhancements to it are described further
in chapter 8.

5.10 Building a Machine Learning Algorithm

Nearly all deep learning algorithms can be described as particular instances of
a fairly simple recipe: combine a specification of a dataset, a cost function, an
optimization procedure and a model.

For example, the linear regression algorithm combines a dataset consisting of
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X and y, the cost function

J(w7 b) = _Ex,ywﬁdata 1ngmodel (y | x), (5100)

the model specification pmodel(y | ) = N (y; & Tw + b, 1), and, in most cases, the
optimization algorithm defined by solving for where the gradient of the cost is zero
using the normal equations.

By realizing that we can replace any of these components mostly independently
from the others, we can obtain a very wide variety of algorithms.

The cost function typically includes at least one term that causes the learning
process to perform statistical estimation. The most common cost function is the
negative log-likelihood, so that minimizing the cost function causes maximum
likelihood estimation.

The cost function may also include additional terms, such as regularization
terms. For example, we can add weight decay to the linear regression cost function
to obtain

J(wa b) = >‘||w||g - ]Ex,ywﬁdata log pmodel (y | 113) (5.101)
This still allows closed-form optimization.

If we change the model to be nonlinear, then most cost functions can no longer
be optimized in closed form. This requires us to choose an iterative numerical
optimization procedure, such as gradient descent.

The recipe for constructing a learning algorithm by combining models, costs, and
optimization algorithms supports both supervised and unsupervised learning. The
linear regression example shows how to support supervised learning. Unsupervised
learning can be supported by defining a dataset that contains only X and providing
an appropriate unsupervised cost and model. For example, we can obtain the first
PCA vector by specifying that our loss function is

J(w) = Exopna |2 — 7(50) |5 (5.102)

while our model is defined to have w with norm one and reconstruction function
r(z) = w ' zw.

In some cases, the cost function may be a function that we cannot actually
evaluate, for computational reasons. In these cases, we can still approximately
minimize it using iterative numerical optimization so long as we have some way of
approximating its gradients.

Most machine learning algorithms make use of this recipe, though it may not
immediately be obvious. If a machine learning algorithm seems especially unique or
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hand-designed, it can usually be understood as using a special-case optimizer. Some
models such as decision trees or k-means require special-case optimizers because
their cost functions have flat regions that make them inappropriate for minimization
by gradient-based optimizers. Recognizing that most machine learning algorithms
can be described using this recipe helps to see the different algorithms as part of a
taxonomy of methods for doing related tasks that work for similar reasons, rather
than as a long list of algorithms that each have separate justifications.

5.11 Challenges Motivating Deep Learning

The simple machine learning algorithms described in this chapter work very well on
a wide variety of important problems. However, they have not succeeded in solving
the central problems in Al, such as recognizing speech or recognizing objects.

The development of deep learning was motivated in part by the failure of
traditional algorithms to generalize well on such Al tasks.

This section is about how the challenge of generalizing to new examples becomes
exponentially more difficult when working with high-dimensional data, and how
the mechanisms used to achieve generalization in traditional machine learning
are insufficient to learn complicated functions in high-dimensional spaces. Such
spaces also often impose high computational costs. Deep learning was designed to
overcome these and other obstacles.

5.11.1 The Curse of Dimensionality

Many machine learning problems become exceedingly difficult when the number
of dimensions in the data is high. This phenomenon is known as the curse of
dimensionality. Of particular concern is that the number of possible distinct
configurations of a set of variables increases exponentially as the number of variables
increases.
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Figure 5.9: As the number of relevant dimensions of the data increases (from left to
right), the number of configurations of interest may grow exponentially. (Left)In this
one-dimensional example, we have one variable for which we only care to distinguish 10
regions of interest. With enough examples falling within each of these regions (each region
corresponds to a cell in the illustration), learning algorithms can easily generalize correctly.
A straightforward way to generalize is to estimate the value of the target function within
each region (and possibly interpolate between neighboring regions). (Center)With 2
dimensions it is more difficult to distinguish 10 different values of each variable. We need
to keep track of up to 10x10=100 regions, and we need at least that many examples to
cover all those regions. (Right)With 3 dimensions this grows to 10° = 1000 regions and at
least that many examples. For d dimensions and v values to be distinguished along each
axis, we seem to need O(v?) regions and examples. This is an instance of the curse of
dimensionality. Figure graciously provided by Nicolas Chapados.

The curse of dimensionality arises in many places in computer science, and
especially so in machine learning.

One challenge posed by the curse of dimensionality is a statistical challenge.
As illustrated in figure 5.9, a statistical challenge arises because the number of
possible configurations of & is much larger than the number of training examples.
To understand the issue, let us consider that the input space is organized into a
grid, like in the figure. We can describe low-dimensional space with a low number
of grid cells that are mostly occupied by the data. When generalizing to a new data
point, we can usually tell what to do simply by inspecting the training examples
that lie in the same cell as the new input. For example, if estimating the probability
density at some point x, we can just return the number of training examples in
the same unit volume cell as «, divided by the total number of training examples.
If we wish to classify an example, we can return the most common class of training
examples in the same cell. If we are doing regression we can average the target
values observed over the examples in that cell. But what about the cells for which
we have seen no example? Because in high-dimensional spaces the number of
configurations is huge, much larger than our number of examples, a typical grid cell
has no training example associated with it. How could we possibly say something
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meaningful about these new configurations? Many traditional machine learning
algorithms simply assume that the output at a new point should be approximately
the same as the output at the nearest training point.

5.11.2 Local Constancy and Smoothness Regularization

In order to generalize well, machine learning algorithms need to be guided by prior
beliefs about what kind of function they should learn. Previously, we have seen
these priors incorporated as explicit beliefs in the form of probability distributions
over parameters of the model. More informally, we may also discuss prior beliefs as
directly influencing the function itself and only indirectly acting on the parameters
via their effect on the function. Additionally, we informally discuss prior beliefs as
being expressed implicitly, by choosing algorithms that are biased toward choosing
some class of functions over another, even though these biases may not be expressed
(or even possible to express) in terms of a probability distribution representing our
degree of belief in various functions.

Among the most widely used of these implicit “priors” is the smoothness
prior or local constancy prior. This prior states that the function we learn
should not change very much within a small region.

Many simpler algorithms rely exclusively on this prior to generalize well, and
as a result they fail to scale to the statistical challenges involved in solving Al-
level tasks. Throughout this book, we will describe how deep learning introduces
additional (explicit and implicit) priors in order to reduce the generalization
error on sophisticated tasks. Here, we explain why the smoothness prior alone is
insufficient for these tasks.

There are many different ways to implicitly or explicitly express a prior belief
that the learned function should be smooth or locally constant. All of these different
methods are designed to encourage the learning process to learn a function f* that
satisfies the condition

ff(x)~ f*(x+e) (5.103)

for most configurations & and small change e. In other words, if we know a good
answer for an input @ (for example, if « is a labeled training example) then that
answer is probably good in the neighborhood of @. If we have several good answers
in some neighborhood we would combine them (by some form of averaging or
interpolation) to produce an answer that agrees with as many of them as much as
possible.

An extreme example of the local constancy approach is the k-nearest neighbors
family of learning algorithms. These predictors are literally constant over each
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region containing all the points & that have the same set of k£ nearest neighbors in
the training set. For k = 1, the number of distinguishable regions cannot be more
than the number of training examples.

While the k-nearest neighbors algorithm copies the output from nearby training
examples, most kernel machines interpolate between training set outputs associated
with nearby training examples. An important class of kernels is the family of local
kernels where k(u,v) is large when u = v and decreases as u and v grow farther
apart from each other. A local kernel can be thought of as a similarity function
that performs template matching, by measuring how closely a test example x
resembles each training example x (0, Much of the modern motivation for deep
learning is derived from studying the limitations of local template matching and
how deep models are able to succeed in cases where local template matching fails

( : )-

Decision trees also suffer from the limitations of exclusively smoothness-based
learning because they break the input space into as many regions as there are
leaves and use a separate parameter (or sometimes many parameters for extensions
of decision trees) in each region. If the target function requires a tree with at
least n leaves to be represented accurately, then at least n training examples are
required to fit the tree. A multiple of n is needed to achieve some level of statistical
confidence in the predicted output.

In general, to distinguish O(k) regions in input space, all of these methods
require O (k) examples. Typically there are O (k) parameters, with O(1) parameters
associated with each of the O(k) regions. The case of a nearest neighbor scenario,
where each training example can be used to define at most one region, is illustrated
in figure 5.10.

Is there a way to represent a complex function that has many more regions
to be distinguished than the number of training examples? Clearly, assuming
only smoothness of the underlying function will not allow a learner to do that.
For example, imagine that the target function is a kind of checkerboard. A
checkerboard contains many variations but there is a simple structure to them.
Imagine what happens when the number of training examples is substantially
smaller than the number of black and white squares on the checkerboard. Based
on only local generalization and the smoothness or local constancy prior, we would
be guaranteed to correctly guess the color of a new point if it lies within the same
checkerboard square as a training example. There is no guarantee that the learner
could correctly extend the checkerboard pattern to points lying in squares that do
not contain training examples. With this prior alone, the only information that an
example tells us is the color of its square, and the only way to get the colors of the
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Figure 5.10: Illustration of how the nearest neighbor algorithm breaks up the input space
into regions. An example (represented here by a circle) within each region defines the
region boundary (represented here by the lines). The y value associated with each example
defines what the output should be for all points within the corresponding region. The
regions defined by nearest neighbor matching form a geometric pattern called a Voronoi
diagram. The number of these contiguous regions cannot grow faster than the number
of training examples. While this figure illustrates the behavior of the nearest neighbor
algorithm specifically, other machine learning algorithms that rely exclusively on the
local smoothness prior for generalization exhibit similar behaviors: each training example
only informs the learner about how to generalize in some neighborhood immediately
surrounding that example.
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entire checkerboard right is to cover each of its cells with at least one example.

The smoothness assumption and the associated non-parametric learning algo-
rithms work extremely well so long as there are enough examples for the learning
algorithm to observe high points on most peaks and low points on most valleys
of the true underlying function to be learned. This is generally true when the
function to be learned is smooth enough and varies in few enough dimensions.
In high dimensions, even a very smooth function can change smoothly but in a
different way along each dimension. If the function additionally behaves differently
in different regions, it can become extremely complicated to describe with a set of
training examples. If the function is complicated (we want to distinguish a huge
number of regions compared to the number of examples), is there any hope to
generalize well?

The answer to both of these questions—whether it is possible to represent
a complicated function efficiently, and whether it is possible for the estimated
function to generalize well to new inputs—is yes. The key insight is that a very
large number of regions, e.g., O(2%), can be defined with O(k) examples, so long
as we introduce some dependencies between the regions via additional assumptions
about the underlying data generating distribution. In this way, we can actually
generalize non-locally ( , ; , ). Many
different deep learning algorithms provide implicit or explicit assumptions that are
reasonable for a broad range of Al tasks in order to capture these advantages.

Other approaches to machine learning often make stronger, task-specific as-
sumptions. For example, we could easily solve the checkerboard task by providing
the assumption that the target function is periodic. Usually we do not include such
strong, task-specific assumptions into neural networks so that they can generalize
to a much wider variety of structures. Al tasks have structure that is much too
complex to be limited to simple, manually specified properties such as periodicity,
so we want learning algorithms that embody more general-purpose assumptions.
The core idea in deep learning is that we assume that the data was generated by
the composition of factors or features, potentially at multiple levels in a hierarchy:.
Many other similarly generic assumptions can further improve deep learning al-
gorithms. These apparently mild assumptions allow an exponential gain in the
relationship between the number of examples and the number of regions that can
be distinguished. These exponential gains are described more precisely in sections
6.4.1, 15.4 and 15.5. The exponential advantages conferred by the use of deep,
distributed representations counter the exponential challenges posed by the curse
of dimensionality.
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5.11.3 Manifold Learning

An important concept underlying many ideas in machine learning is that of a
manifold.

A manifold is a connected region. Mathematically, it is a set of points,
associated with a neighborhood around each point. From any given point, the
manifold locally appears to be a Euclidean space. In everyday life, we experience
the surface of the world as a 2-D plane, but it is in fact a spherical manifold in
3-D space.

The definition of a neighborhood surrounding each point implies the existence
of transformations that can be applied to move on the manifold from one position
to a neighboring one. In the example of the world’s surface as a manifold, one can
walk north, south, east, or west.

Although there is a formal mathematical meaning to the term “manifold,” in
machine learning it tends to be used more loosely to designate a connected set
of points that can be approximated well by considering only a small number of
degrees of freedom, or dimensions, embedded in a higher-dimensional space. Each
dimension corresponds to a local direction of variation. See figure 5.11 for an
example of training data lying near a one-dimensional manifold embedded in two-
dimensional space. In the context of machine learning, we allow the dimensionality
of the manifold to vary from one point to another. This often happens when a
manifold intersects itself. For example, a figure eight is a manifold that has a single
dimension in most places but two dimensions at the intersection at the center.

2.5 , ,
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1.0}
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—-0.5 |

-1.0 1 1 ! ! | |
0.5 1.0 1.5 2.0 2.5 3.0 3.5 4.0

Figure 5.11: Data sampled from a distribution in a two-dimensional space that is actually
concentrated near a one-dimensional manifold, like a twisted string. The solid line indicates
the underlying manifold that the learner should infer.
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Many machine learning problems seem hopeless if we expect the machine
learning algorithm to learn functions with interesting variations across all of R".
Manifold learning algorithms surmount this obstacle by assuming that most
of R™ consists of invalid inputs, and that interesting inputs occur only along
a collection of manifolds containing a small subset of points, with interesting
variations in the output of the learned function occurring only along directions
that lie on the manifold, or with interesting variations happening only when we
move from one manifold to another. Manifold learning was introduced in the case
of continuous-valued data and the unsupervised learning setting, although this
probability concentration idea can be generalized to both discrete data and the
supervised learning setting: the key assumption remains that probability mass is
highly concentrated.

The assumption that the data lies along a low-dimensional manifold may not
always be correct or useful. We argue that in the context of Al tasks, such as
those that involve processing images, sounds, or text, the manifold assumption is
at least approximately correct. The evidence in favor of this assumption consists
of two categories of observations.

The first observation in favor of the manifold hypothesis is that the proba-
bility distribution over images, text strings, and sounds that occur in real life is
highly concentrated. Uniform noise essentially never resembles structured inputs
from these domains. Figure 5.12 shows how, instead, uniformly sampled points
look like the patterns of static that appear on analog television sets when no signal
is available. Similarly, if you generate a document by picking letters uniformly at
random, what is the probability that you will get a meaningful English-language
text? Almost zero, again, because most of the long sequences of letters do not
correspond to a natural language sequence: the distribution of natural language
sequences occupies a very small volume in the total space of sequences of letters.
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Figure 5.12: Sampling images uniformly at random (by randomly picking each pixel
according to a uniform distribution) gives rise to noisy images. Although there is a non-
zero probability to generate an image of a face or any other object frequently encountered
in AI applications, we never actually observe this happening in practice. This suggests
that the images encountered in Al applications occupy a negligible proportion of the
volume of image space.

Of course, concentrated probability distributions are not sufficient to show
that the data lies on a reasonably small number of manifolds. We must also
establish that the examples we encounter are connected to each other by other
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examples, with each example surrounded by other highly similar examples that
may be reached by applying transformations to traverse the manifold. The second
argument in favor of the manifold hypothesis is that we can also imagine such
neighborhoods and transformations, at least informally. In the case of images, we
can certainly think of many possible transformations that allow us to trace out a
manifold in image space: we can gradually dim or brighten the lights, gradually
move or rotate objects in the image, gradually alter the colors on the surfaces of
objects, etc. It remains likely that there are multiple manifolds involved in most
applications. For example, the manifold of images of human faces may not be
connected to the manifold of images of cat faces.

These thought experiments supporting the manifold hypotheses convey some in-
tuitive reasons supporting it. More rigorous experiments ( , ;
, ) clearly support the hypothesis for a large class of datasets of

interest in Al

When the data lies on a low-dimensional manifold, it can be most natural
for machine learning algorithms to represent the data in terms of coordinates on
the manifold, rather than in terms of coordinates in R™. In everyday life, we can
think of roads as 1-D manifolds embedded in 3-D space. We give directions to
specific addresses in terms of address numbers along these 1-D roads, not in terms
of coordinates in 3-D space. Extracting these manifold coordinates is challenging,
but holds the promise to improve many machine learning algorithms. This general
principle is applied in many contexts. Figure 5.13 shows the manifold structure of
a dataset consisting of faces. By the end of this book, we will have developed the
methods necessary to learn such a manifold structure. In figure 20.6, we will see
how a machine learning algorithm can successfully accomplish this goal.

This concludes part I, which has provided the basic concepts in mathematics
and machine learning which are employed throughout the remaining parts of the
book. You are now prepared to embark upon your study of deep learning.
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Figure 5.13: Training examples from the QMUL Multiview Face Dataset (Gong et al., 2000)

manifold corresponding to two angles of rotation. We would like learning algorithms to be
able to discover and disentangle such manifold coordinates. Figure 20.6 illustrates such a

feat.
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Part 11

Deep Networks: Modern
Practices

166



This part of the book summarizes the state of modern deep learning as it is
used to solve practical applications.

Deep learning has a long history and many aspirations. Several approaches
have been proposed that have yet to entirely bear fruit. Several ambitious goals
have yet to be realized. These less-developed branches of deep learning appear in
the final part of the book.

This part focuses only on those approaches that are essentially working tech-
nologies that are already used heavily in industry.

Modern deep learning provides a very powerful framework for supervised
learning. By adding more layers and more units within a layer, a deep network can
represent functions of increasing complexity. Most tasks that consist of mapping an
input vector to an output vector, and that are easy for a person to do rapidly, can
be accomplished via deep learning, given sufficiently large models and sufficiently
large datasets of labeled training examples. Other tasks, that can not be described
as associating one vector to another, or that are difficult enough that a person
would require time to think and reflect in order to accomplish the task, remain
beyond the scope of deep learning for now.

This part of the book describes the core parametric function approximation
technology that is behind nearly all modern practical applications of deep learning.
We begin by describing the feedforward deep network model that is used to
represent these functions. Next, we present advanced techniques for regularization
and optimization of such models. Scaling these models to large inputs such as high
resolution images or long temporal sequences requires specialization. We introduce
the convolutional network for scaling to large images and the recurrent neural
network for processing temporal sequences. Finally, we present general guidelines
for the practical methodology involved in designing, building, and configuring an
application involving deep learning, and review some of the applications of deep
learning.

These chapters are the most important for a practitioner—someone who wants
to begin implementing and using deep learning algorithms to solve real-world
problems today.
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Chapter 6

Deep Feedforward Networks

Deep feedforward networks, also often called feedforward neural networks,
or multilayer perceptrons (MLPs), are the quintessential deep learning models.
The goal of a feedforward network is to approximate some function f*. For example,
for a classifier, y = f*(x) maps an input x to a category y. A feedforward network
defines a mapping y = f(«; 0) and learns the value of the parameters 0 that result
in the best function approximation.

These models are called feedforward because information flows through the
function being evaluated from x, through the intermediate computations used to
define f, and finally to the output y. There are no feedback connections in which
outputs of the model are fed back into itself. When feedforward neural networks
are extended to include feedback connections, they are called recurrent neural
networks, presented in chapter 10.

Feedforward networks are of extreme importance to machine learning practi-
tioners. They form the basis of many important commercial applications. For
example, the convolutional networks used for object recognition from photos are a
specialized kind of feedforward network. Feedforward networks are a conceptual
stepping stone on the path to recurrent networks, which power many natural
language applications.

Feedforward neural networks are called networks because they are typically
represented by composing together many different functions. The model is asso-
ciated with a directed acyclic graph describing how the functions are composed
together. For example, we might have three functions f MW, @ and f® connected
in a chain, to form f(x) = f& (f@(fM(x))). These chain structures are the most
commonly used structures of neural networks. In this case, f(!) is called the first
layer of the network, f is called the second layer, and so on. The overall
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length of the chain gives the depth of the model. It is from this terminology that
the name “deep learning” arises. The final layer of a feedforward network is called
the output layer. During neural network training, we drive f(x) to match f*(x).
The training data provides us with noisy, approximate examples of f*(x) evaluated
at different training points. Each example @ is accompanied by a label y ~ f*(x).
The training examples specify directly what the output layer must do at each point
x; it must produce a value that is close to y. The behavior of the other layers is
not directly specified by the training data. The learning algorithm must decide
how to use those layers to produce the desired output, but the training data does
not say what each individual layer should do. Instead, the learning algorithm must
decide how to use these layers to best implement an approximation of f*. Because
the training data does not show the desired output for each of these layers, these
layers are called hidden layers.

Finally, these networks are called neural because they are loosely inspired by
neuroscience. Each hidden layer of the network is typically vector-valued. The
dimensionality of these hidden layers determines the width of the model. Each
element of the vector may be interpreted as playing a role analogous to a neuron.
Rather than thinking of the layer as representing a single vector-to-vector function,
we can also think of the layer as consisting of many units that act in parallel,
each representing a vector-to-scalar function. Each unit resembles a neuron in
the sense that it receives input from many other units and computes its own
activation value. The idea of using many layers of vector-valued representation
is drawn from neuroscience. The choice of the functions f*)(x) used to compute
these representations is also loosely guided by neuroscientific observations about
the functions that biological neurons compute. However, modern neural network
research is guided by many mathematical and engineering disciplines, and the
goal of neural networks is not to perfectly model the brain. It is best to think of
feedforward networks as function approximation machines that are designed to
achieve statistical generalization, occasionally drawing some insights from what we
know about the brain, rather than as models of brain function.

One way to understand feedforward networks is to begin with linear models
and consider how to overcome their limitations. Linear models, such as logistic
regression and linear regression, are appealing because they may be fit efficiently
and reliably, either in closed form or with convex optimization. Linear models also
have the obvious defect that the model capacity is limited to linear functions, so
the model cannot understand the interaction between any two input variables.

To extend linear models to represent nonlinear functions of @, we can apply
the linear model not to x itself but to a transformed input ¢(x), where ¢ is a
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nonlinear transformation. Equivalently, we can apply the kernel trick described in
section 5.7.2, to obtain a nonlinear learning algorithm based on implicitly applying
the ¢ mapping. We can think of ¢ as providing a set of features describing @, or
as providing a new representation for x.

The question is then how to choose the mapping ¢.

1. One option is to use a very generic ¢, such as the infinite-dimensional ¢ that
is implicitly used by kernel machines based on the RBF kernel. If ¢(x) is
of high enough dimension, we can always have enough capacity to fit the
training set, but generalization to the test set often remains poor. Very
generic feature mappings are usually based only on the principle of local
smoothness and do not encode enough prior information to solve advanced
problems.

2. Another option is to manually engineer ¢. Until the advent of deep learning,
this was the dominant approach. This approach requires decades of human
effort for each separate task, with practitioners specializing in different
domains such as speech recognition or computer vision, and with little
transfer between domains.

3. The strategy of deep learning is to learn ¢. In this approach, we have a model
y = f(x;0,w) = ¢(x;0) w. We now have parameters 6 that we use to learn
¢ from a broad class of functions, and parameters w that map from ¢(x) to
the desired output. This is an example of a deep feedforward network, with
¢ defining a hidden layer. This approach is the only one of the three that
gives up on the convexity of the training problem, but the benefits outweigh
the harms. In this approach, we parametrize the representation as ¢(x;0)
and use the optimization algorithm to find the @ that corresponds to a good
representation. If we wish, this approach can capture the benefit of the first
approach by being highly generic—we do so by using a very broad family
¢(x;0). This approach can also capture the benefit of the second approach.
Human practitioners can encode their knowledge to help generalization by
designing families ¢(x; 6) that they expect will perform well. The advantage
is that the human designer only needs to find the right general function
family rather than finding precisely the right function.

This general principle of improving models by learning features extends beyond
the feedforward networks described in this chapter. It is a recurring theme of deep
learning that applies to all of the kinds of models described throughout this book.
Feedforward networks are the application of this principle to learning deterministic
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mappings from x to y that lack feedback connections. Other models presented
later will apply these principles to learning stochastic mappings, learning functions
with feedback, and learning probability distributions over a single vector.

We begin this chapter with a simple example of a feedforward network. Next,
we address each of the design decisions needed to deploy a feedforward network.
First, training a feedforward network requires making many of the same design
decisions as are necessary for a linear model: choosing the optimizer, the cost
function, and the form of the output units. We review these basics of gradient-based
learning, then proceed to confront some of the design decisions that are unique
to feedforward networks. Feedforward networks have introduced the concept of a
hidden layer, and this requires us to choose the activation functions that will
be used to compute the hidden layer values. We must also design the architecture
of the network, including how many layers the network should contain, how these
layers should be connected to each other, and how many units should be in
each layer. Learning in deep neural networks requires computing the gradients
of complicated functions. We present the back-propagation algorithm and its
modern generalizations, which can be used to efficiently compute these gradients.
Finally, we close with some historical perspective.

6.1 Example: Learning XOR

To make the idea of a feedforward network more concrete, we begin with an
example of a fully functioning feedforward network on a very simple task: learning

the XOR function.

The XOR function (“exclusive or”) is an operation on two binary values, )
and z2. When exactly one of these binary values is equal to 1, the XOR function
returns 1. Otherwise, it returns 0. The XOR function provides the target function
y = f*(x) that we want to learn. Our model provides a function y = f(x;0) and
our learning algorithm will adapt the parameters 6 to make f as similar as possible
to f*.

In this simple example, we will not be concerned with statistical generalization.
We want our network to perform correctly on the four points X = {[0,0]", [0,1] T,
[1,0]T, and [1,1]"T}. We will train the network on all four of these points. The
only challenge is to fit the training set.

We can treat this problem as a regression problem and use a mean squared
error loss function. We choose this loss function to simplify the math for this
example as much as possible. In practical applications, MSE is usually not an
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appropriate cost function for modeling binary data. More appropriate approaches
are described in section 6.2.2.2.

Evaluated on our whole training set, the MSE loss function is

JO) = 7 3 (F @) — f(w:0) (6.1)

xeX

Now we must choose the form of our model, f(x;8). Suppose that we choose
a linear model, with 8 consisting of w and b. Our model is defined to be

flx;w,b) =z w +b. (6.2)

We can minimize J(@) in closed form with respect to w and b using the normal
equations.

After solving the normal equations, we obtain w = 0 and b = —% The linear
model simply outputs 0.5 everywhere. Why does this happen? Figure 6.1 shows
how a linear model is not able to represent the XOR function. One way to solve
this problem is to use a model that learns a different feature space in which a
linear model is able to represent the solution.

Specifically, we will introduce a very simple feedforward network with one
hidden layer containing two hidden units. See figure 6.2 for an illustration of
this model. This feedforward network has a vector of hidden units h that are
computed by a function f M (x; W, ¢). The values of these hidden units are then
used as the input for a second layer. The second layer is the output layer of the
network. The output layer is still just a linear regression model, but now it is
applied to h rather than to . The network now contains two functions chained
together: h = f)(x; W, ¢) and y = f?)(h;w,b), with the complete model being
fl@; W, c,w,b) = fO(fD(a)).

What function should f) compute? Linear models have served us well so far,
and it may be tempting to make f(l) be linear as well. Unfortunately, if f(V) were
linear, then the feedforward network as a whole would remain a linear function of
its input. Ignoring the intercept terms for the moment, suppose f( (x)=W'x
and f@(h) =hTw. Then f(x) = w'W Ta. We could represent this function as
f(z) = " w' where w' = Ww.

Clearly, we must use a nonlinear function to describe the features. Most neural
networks do so using an affine transformation controlled by learned parameters,
followed by a fixed, nonlinear function called an activation function. We use that
strategy here, by defining h = g(W ' x 4 ¢), where W provides the weights of a
linear transformation and e the biases. Previously, to describe a linear regression
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Figure 6.1: Solving the XOR problem by learning a representation. The bold numbers
printed on the plot indicate the value that the learned function must output at each point.
(Left)A linear model applied directly to the original input cannot implement the XOR
function. When x; = 0, the model’s output must increase as x5 increases. When x; = 1,
the model’s output must decrease as x5 increases. A linear model must apply a fixed
coefficient ws to x5. The linear model therefore cannot use the value of x1 to change
the coefficient on x5 and cannot solve this problem. (Right)In the transformed space
represented by the features extracted by a neural network, a linear model can now solve
the problem. In our example solution, the two points that must have output 1 have been
collapsed into a single point in feature space. In other words, the nonlinear features have
mapped both & = [1,0] " and & = [0,1] T to a single point in feature space, h = [1,0] '.
The linear model can now describe the function as increasing in h; and decreasing in ho.
In this example, the motivation for learning the feature space is only to make the model
capacity greater so that it can fit the training set. In more realistic applications, learned
representations can also help the model to generalize.
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Figure 6.2: An example of a feedforward network, drawn in two different styles. Specifically,
this is the feedforward network we use to solve the XOR example. It has a single hidden
layer containing two units. (Left)In this style, we draw every unit as a node in the graph.
This style is very explicit and unambiguous but for networks larger than this example
it can consume too much space. (Right)In this style, we draw a node in the graph for
each entire vector representing a layer’s activations. This style is much more compact.
Sometimes we annotate the edges in this graph with the name of the parameters that
describe the relationship between two layers. Here, we indicate that a matrix W describes
the mapping from & to h, and a vector w describes the mapping from h to y. We
typically omit the intercept parameters associated with each layer when labeling this kind
of drawing.

model, we used a vector of weights and a scalar bias parameter to describe an
affine transformation from an input vector to an output scalar. Now, we describe
an affine transformation from a vector @ to a vector h, so an entire vector of bias
parameters is needed. The activation function g is typically chosen to be a function
that is applied element-wise, with h; = g(& ' W.; +¢;). In modern neural networks,
the default recommendation is to use the rectified linear unit or ReLU (

, : , : , ) defined by the activation
function g(z) = max{0, z} depicted in figure 6.3.

We can now specify our complete network as
f(x; W, c,w,b) =w' max{0, W x4+ c}+b. (6.3)

We can now specify a solution to the XOR problem. Let

W:“ ” (6.4)

-1 ) (65)
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g9(z) = max{0, z}

Figure 6.3: The rectified linear activation function. This activation function is the default
activation function recommended for use with most feedforward neural networks. Applying
this function to the output of a linear transformation yields a nonlinear transformation.
However, the function remains very close to linear, in the sense that is a piecewise linear
function with two linear pieces. Because rectified linear units are nearly linear, they
preserve many of the properties that make linear models easy to optimize with gradient-
based methods. They also preserve many of the properties that make linear models
generalize well. A common principle throughout computer science is that we can build
complicated systems from minimal components. Much as a Turing machine’s memory
needs only to be able to store 0 or 1 states, we can build a universal function approximator
from rectified linear functions.
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w [_12 ] (6.6)
and b= 0.

We can now walk through the way that the model processes a batch of inputs.
Let X be the design matrix containing all four points in the binary input space,
with one example per row:

{Oow
0 1
X=|, 41 (6.7)

Y

The first step in the neural network is to multiply the input matrix by the first
layer’s weight matrix:

XWF ﬂ (6.8)
2 2

Next, we add the bias vector ¢, to obtain
by
Lo (6.9)

il

In this space, all of the examples lie along a line with slope 1. As we move along
this line, the output needs to begin at 0, then rise to 1, then drop back down to 0.
A linear model cannot implement such a function. To finish computing the value
of h for each example, we apply the rectified linear transformation:

o)
1 0

. (6.10)
2 1]

This transformation has changed the relationship between the examples. They no
longer lie on a single line. As shown in figure 6.1, they now lie in a space where a
linear model can solve the problem.

We finish by multiplying by the weight vector w:

M o
o
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The neural network has obtained the correct answer for every example in the batch.

In this example, we simply specified the solution, then showed that it obtained
zero error. In a real situation, there might be billions of model parameters and
billions of training examples, so one cannot simply guess the solution as we did
here. Instead, a gradient-based optimization algorithm can find parameters that
produce very little error. The solution we described to the XOR problem is at a
global minimum of the loss function, so gradient descent could converge to this
point. There are other equivalent solutions to the XOR problem that gradient
descent could also find. The convergence point of gradient descent depends on the
initial values of the parameters. In practice, gradient descent would usually not
find clean, easily understood, integer-valued solutions like the one we presented
here.

6.2 Gradient-Based Learning

Designing and training a neural network is not much different from training any
other machine learning model with gradient descent. In section 5.10, we described
how to build a machine learning algorithm by specifying an optimization procedure,
a cost function, and a model family.

The largest difference between the linear models we have seen so far and neural
networks is that the nonlinearity of a neural network causes most interesting loss
functions to become non-convex. This means that neural networks are usually
trained by using iterative, gradient-based optimizers that merely drive the cost
function to a very low value, rather than the linear equation solvers used to train
linear regression models or the convex optimization algorithms with global conver-
gence guarantees used to train logistic regression or SVMs. Convex optimization
converges starting from any initial parameters (in theory—in practice it is very
robust but can encounter numerical problems). Stochastic gradient descent applied
to non-convex loss functions has no such convergence guarantee, and is sensitive
to the values of the initial parameters. For feedforward neural networks, it is
important to initialize all weights to small random values. The biases may be
initialized to zero or to small positive values. The iterative gradient-based opti-
mization algorithms used to train feedforward networks and almost all other deep
models will be described in detail in chapter 8, with parameter initialization in
particular discussed in section 8.4. For the moment, it suffices to understand that
the training algorithm is almost always based on using the gradient to descend the
cost function in one way or another. The specific algorithms are improvements
and refinements on the ideas of gradient descent, introduced in section 4.3, and,

177



CHAPTER 6. DEEP FEEDFORWARD NETWORKS

more specifically, are most often improvements of the stochastic gradient descent
algorithm, introduced in section 5.9.

We can of course, train models such as linear regression and support vector
machines with gradient descent too, and in fact this is common when the training
set is extremely large. From this point of view, training a neural network is not
much different from training any other model. Computing the gradient is slightly
more complicated for a neural network, but can still be done efficiently and exactly.
Section 6.5 will describe how to obtain the gradient using the back-propagation
algorithm and modern generalizations of the back-propagation algorithm.

As with other machine learning models, to apply gradient-based learning we
must choose a cost function, and we must choose how to represent the output of
the model. We now revisit these design considerations with special emphasis on
the neural networks scenario.

6.2.1 Cost Functions

An important aspect of the design of a deep neural network is the choice of the
cost function. Fortunately, the cost functions for neural networks are more or less
the same as those for other parametric models, such as linear models.

In most cases, our parametric model defines a distribution p(y | #;0) and
we simply use the principle of maximum likelihood. This means we use the
cross-entropy between the training data and the model’s predictions as the cost
function.

Sometimes, we take a simpler approach, where rather than predicting a complete
probability distribution over y, we merely predict some statistic of y conditioned
on x. Specialized loss functions allow us to train a predictor of these estimates.

The total cost function used to train a neural network will often combine one
of the primary cost functions described here with a regularization term. We have
already seen some simple examples of regularization applied to linear models in
section 5.2.2. The weight decay approach used for linear models is also directly
applicable to deep neural networks and is among the most popular regularization
strategies. More advanced regularization strategies for neural networks will be
described in chapter 7.

6.2.1.1 Learning Conditional Distributions with Maximum Likelihood

Most modern neural networks are trained using maximum likelihood. This means
that the cost function is simply the negative log-likelihood, equivalently described
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as the cross-entropy between the training data and the model distribution. This
cost function is given by

J(0) = —Ex y~paaia 108 Pmodel (Y | T). (6.12)

The specific form of the cost function changes from model to model, depending
on the specific form of log pmodel: The expansion of the above equation typically
yields some terms that do not depend on the model parameters and may be dis-
carded. For example, as we saw in section 5.5.1, if Pmodel (Y | ) = N (y; f(x; 0), 1),
then we recover the mean squared error cost,

1 2

T0) = SExymiunlly — f(2: )| + cons, (6.13)
up to a scaling factor of % and a term that does not depend on 0. The discarded
constant is based on the variance of the Gaussian distribution, which in this case
we chose not to parametrize. Previously, we saw that the equivalence between
maximum likelihood estimation with an output distribution and minimization of
mean squared error holds for a linear model, but in fact, the equivalence holds
regardless of the f(a;0) used to predict the mean of the Gaussian.

An advantage of this approach of deriving the cost function from maximum
likelihood is that it removes the burden of designing cost functions for each model.
Specifying a model p(y | ) automatically determines a cost function logp(y | x).

One recurring theme throughout neural network design is that the gradient of
the cost function must be large and predictable enough to serve as a good guide
for the learning algorithm. Functions that saturate (become very flat) undermine
this objective because they make the gradient become very small. In many cases
this happens because the activation functions used to produce the output of the
hidden units or the output units saturate. The negative log-likelihood helps to
avoid this problem for many models. Many output units involve an exp function
that can saturate when its argument is very negative. The log function in the
negative log-likelihood cost function undoes the exp of some output units. We will
discuss the interaction between the cost function and the choice of output unit in
section 6.2.2.

One unusual property of the cross-entropy cost used to perform maximum
likelihood estimation is that it usually does not have a minimum value when applied
to the models commonly used in practice. For discrete output variables, most
models are parametrized in such a way that they cannot represent a probability
of zero or one, but can come arbitrarily close to doing so. Logistic regression
is an example of such a model. For real-valued output variables, if the model
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can control the density of the output distribution (for example, by learning the
variance parameter of a Gaussian output distribution) then it becomes possible
to assign extremely high density to the correct training set outputs, resulting in
cross-entropy approaching negative infinity. Regularization techniques described
in chapter 7 provide several different ways of modifying the learning problem so
that the model cannot reap unlimited reward in this way.

6.2.1.2 Learning Conditional Statistics

Instead of learning a full probability distribution p(y | x; 8) we often want to learn
just one conditional statistic of y given .

For example, we may have a predictor f(x; @) that we wish to predict the mean
of y.

If we use a sufficiently powerful neural network, we can think of the neural
network as being able to represent any function f from a wide class of functions,
with this class being limited only by features such as continuity and boundedness
rather than by having a specific parametric form. From this point of view, we
can view the cost function as being a functional rather than just a function. A
functional is a mapping from functions to real numbers. We can thus think of
learning as choosing a function rather than merely choosing a set of parameters.
We can design our cost functional to have its minimum occur at some specific
function we desire. For example, we can design the cost functional to have its
minimum lie on the function that maps x to the expected value of y given x.
Solving an optimization problem with respect to a function requires a mathematical
tool called calculus of variations, described in section 19.4.2. It is not necessary
to understand calculus of variations to understand the content of this chapter. At
the moment, it is only necessary to understand that calculus of variations may be
used to derive the following two results.

Our first result derived using calculus of variations is that solving the optimiza-
tion problem

f* = arg;nin IE'x,yrvpdata ||y - f(w)HQ (6'14)

yields
f (@) = By pypala) Y], (6.15)

so long as this function lies within the class we optimize over. In other words, if we
could train on infinitely many samples from the true data generating distribution,
minimizing the mean squared error cost function gives a function that predicts the
mean of y for each value of .
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Different cost functions give different statistics. A second result derived using
calculus of variations is that

fr= arg min Ex,y~paaia 1Y = F (@)1 (6.16)

yields a function that predicts the median value of y for each @, so long as such a
function may be described by the family of functions we optimize over. This cost
function is commonly called mean absolute error.

Unfortunately, mean squared error and mean absolute error often lead to poor
results when used with gradient-based optimization. Some output units that
saturate produce very small gradients when combined with these cost functions.
This is one reason that the cross-entropy cost function is more popular than mean
squared error or mean absolute error, even when it is not necessary to estimate an
entire distribution p(y | x).

6.2.2 Output Units

The choice of cost function is tightly coupled with the choice of output unit. Most
of the time, we simply use the cross-entropy between the data distribution and the
model distribution. The choice of how to represent the output then determines
the form of the cross-entropy function.

Any kind of neural network unit that may be used as an output can also be
used as a hidden unit. Here, we focus on the use of these units as outputs of the
model, but in principle they can be used internally as well. We revisit these units
with additional detail about their use as hidden units in section 6.3.

Throughout this section, we suppose that the feedforward network provides a
set of hidden features defined by h = f(x;0). The role of the output layer is then
to provide some additional transformation from the features to complete the task
that the network must perform.

6.2.2.1 Linear Units for Gaussian OQutput Distributions

One simple kind of output unit is an output unit based on an affine transformation
with no nonlinearity. These are often just called linear units.

Given features h, a layer of linear output units produces a vector § = W 'h+b.

Linear output layers are often used to produce the mean of a conditional
Gaussian distribution:

p(y|z) =N(y;9,1). (6.17)
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Maximizing the log-likelihood is then equivalent to minimizing the mean squared
error.

The maximum likelihood framework makes it straightforward to learn the
covariance of the Gaussian too, or to make the covariance of the Gaussian be a
function of the input. However, the covariance must be constrained to be a positive
definite matrix for all inputs. It is difficult to satisfy such constraints with a linear
output layer, so typically other output units are used to parametrize the covariance.
Approaches to modeling the covariance are described shortly, in section 6.2.2.4.

Because linear units do not saturate, they pose little difficulty for gradient-
based optimization algorithms and may be used with a wide variety of optimization
algorithms.

6.2.2.2 Sigmoid Units for Bernoulli Output Distributions

Many tasks require predicting the value of a binary variable y. Classification
problems with two classes can be cast in this form.

The maximum-likelihood approach is to define a Bernoulli distribution over y
conditioned on .

A Bernoulli distribution is defined by just a single number. The neural net
needs to predict only P(y = 1| «). For this number to be a valid probability, it
must lie in the interval [0, 1].

Satisfying this constraint requires some careful design effort. Suppose we were
to use a linear unit, and threshold its value to obtain a valid probability:

Ply=1|x) =max {O,min { 1L,w'h+ b}} : (6.18)

This would indeed define a valid conditional distribution, but we would not be able
to train it very effectively with gradient descent. Any time that w'h +b strayed
outside the unit interval, the gradient of the output of the model with respect to
its parameters would be 0. A gradient of 0 is typically problematic because the
learning algorithm no longer has a guide for how to improve the corresponding
parameters.

Instead, it is better to use a different approach that ensures there is always a
strong gradient whenever the model has the wrong answer. This approach is based
on using sigmoid output units combined with maximum likelihood.

A sigmoid output unit is defined by

j=o(w h+b) (6.19)
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where o is the logistic sigmoid function described in section 3.10.

We can think of the sigmoid output unit as having two components. First, it
uses a linear layer to compute z = w "h +b. Next, it uses the sigmoid activation
function to convert z into a probability.

We omit the dependence on x for the moment to discuss how to define a
probability distribution over y using the value z. The sigmoid can be motivated
by constructing an unnormalized probability distribution P(y), which does not
sum to 1. We can then divide by an appropriate constant to obtain a valid
probability distribution. If we begin with the assumption that the unnormalized log
probabilities are linear in y and z, we can exponentiate to obtain the unnormalized
probabilities. We then normalize to see that this yields a Bernoulli distribution
controlled by a sigmoidal transformation of z:

log P(y) = yz (6.20)
P(y) = exp(yz) (6.21)

_ exp(y2)
P(y) = ST o) (6.22)
P(y) =0 ((2y—1)z). (6.23)

Probability distributions based on exponentiation and normalization are common
throughout the statistical modeling literature. The z variable defining such a
distribution over binary variables is called a logit.

This approach to predicting the probabilities in log-space is natural to use
with maximum likelihood learning. Because the cost function used with maximum
likelihood is —log P(y | ®), the log in the cost function undoes the exp of the
sigmoid. Without this effect, the saturation of the sigmoid could prevent gradient-
based learning from making good progress. The loss function for maximum
likelihood learning of a Bernoulli parametrized by a sigmoid is

J(0) = —log P(y | ) (6.24)
= —logo ((2y — 1)z) (6.25)
=¢((1—=2y)z). (6.26)

This derivation makes use of some properties from section 3.10. By rewriting
the loss in terms of the softplus function, we can see that it saturates only when
(1 — 2y)z is very negative. Saturation thus occurs only when the model already
has the right answer—when y = 1 and z is very positive, or y = 0 and z is very
negative. When z has the wrong sign, the argument to the softplus function,
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(1 —2y)z, may be simplified to |z|. As |z| becomes large while z has the wrong sign,
the softplus function asymptotes toward simply returning its argument |z|. The
derivative with respect to z asymptotes to sign(z), so, in the limit of extremely
incorrect z, the softplus function does not shrink the gradient at all. This property
is very useful because it means that gradient-based learning can act to quickly
correct a mistaken z.

When we use other loss functions, such as mean squared error, the loss can
saturate anytime o(z) saturates. The sigmoid activation function saturates to 0
when z becomes very negative and saturates to 1 when z becomes very positive.
The gradient can shrink too small to be useful for learning whenever this happens,
whether the model has the correct answer or the incorrect answer. For this reason,
maximum likelihood is almost always the preferred approach to training sigmoid
output units.

Analytically, the logarithm of the sigmoid is always defined and finite, because
the sigmoid returns values restricted to the open interval (0, 1), rather than using
the entire closed interval of valid probabilities [0,1]. In software implementations,
to avoid numerical problems, it is best to write the negative log-likelihood as a
function of z, rather than as a function of § = o(z). If the sigmoid function
underflows to zero, then taking the logarithm of ¢ yields negative infinity:.

6.2.2.3 Softmax Units for Multinoulli Output Distributions

Any time we wish to represent a probability distribution over a discrete variable
with n possible values, we may use the softmax function. This can be seen as a
generalization of the sigmoid function which was used to represent a probability
distribution over a binary variable.

Softmax functions are most often used as the output of a classifier, to represent
the probability distribution over n different classes. More rarely, softmax functions
can be used inside the model itself, if we wish the model to choose between one of
n different options for some internal variable.

In the case of binary variables, we wished to produce a single number
y=Ply=1]z). (6.27)

Because this number needed to lie between 0 and 1, and because we wanted the
logarithm of the number to be well-behaved for gradient-based optimization of
the log-likelihood, we chose to instead predict a number z = log P(y =1 ).
Exponentiating and normalizing gave us a Bernoulli distribution controlled by the
sigmoid function.
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To generalize to the case of a discrete variable with n values, we now need
to produce a vector g, with ¢; = P(y = i | ). We require not only that each
element of g; be between 0 and 1, but also that the entire vector sums to 1 so that
it represents a valid probability distribution. The same approach that worked for
the Bernoulli distribution generalizes to the multinoulli distribution. First, a linear
layer predicts unnormalized log probabilities:

z2=W' h+b, (6.28)

where z; = log P(y = i | ). The softmax function can then exponentiate and
normalize z to obtain the desired . Formally, the softmax function is given by

softmax(z); = m. (6.29)
Zj exp(2;)

As with the logistic sigmoid, the use of the exp function works very well when
training the softmax to output a target value y using maximum log-likelihood. In
this case, we wish to maximize log P(y = i;2z) = logsoftmax (z);. Defining the
softmax in terms of exp is natural because the log in the log-likelihood can undo
the exp of the softmax:

log softmax(z); = z — logz exp(z; ). (6.30)
J

The first term of equation 6.30 shows that the input z; always has a direct
contribution to the cost function. Because this term cannot saturate, we know
that learning can proceed, even if the contribution of z; to the second term of
equation 6.30 becomes very small. When maximizing the log-likelihood, the first
term encourages z; to be pushed up, while the second term encourages all of z to be
pushed down. To gain some intuition for the second term, log j exp(z;), observe
that this term can be roughly approximated by max; z;. This approximation is
based on the idea that exp (zx) is insignificant for any zj that is noticeably less than
max; z;. The intuition we can gain from this approximation is that the negative
log-likelihood cost function always strongly penalizes the most active incorrect
prediction. If the correct answer already has the largest input to the softmax, then
the —z; term and the logzjexp (z;) = max;z; = z terms will roughly cancel.
This example will then contribute little to the overall training cost, which will be
dominated by other examples that are not yet correctly classified.

So far we have discussed only a single example. Overall, unregularized maximum
likelihood will drive the model to learn parameters that drive the softmax to predict
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the fraction of counts of each outcome observed in the training set:

m
D=1 L=z =g

softmax(z(x; 0)); ~ ™
j=1 1

(6.31)

Because maximum likelihood is a consistent estimator, this is guaranteed to happen
so long as the model family is capable of representing the training distribution. In
practice, limited model capacity and imperfect optimization will mean that the
model is only able to approximate these fractions.

Many objective functions other than the log-likelihood do not work as well
with the softmax function. Specifically, objective functions that do not use a log to
undo the exp of the softmax fail to learn when the argument to the exp becomes
very negative, causing the gradient to vanish. In particular, squared error is a
poor loss function for softmax units, and can fail to train the model to change its
output, even when the model makes highly confident incorrect predictions ( ,

). To understand why these other loss functions can fail, we need to examine
the softmax function itself.

Like the sigmoid, the softmax activation can saturate. The sigmoid function has
a single output that saturates when its input is extremely negative or extremely
positive. In the case of the softmax, there are multiple output values. These
output values can saturate when the differences between input values become
extreme. When the softmax saturates, many cost functions based on the softmax
also saturate, unless they are able to invert the saturating activating function.

To see that the softmax function responds to the difference between its inputs,
observe that the softmax output is invariant to adding the same scalar to all of its
inputs:

softmax(z) = softmax(z + ¢). (6.32)

Using this property, we can derive a numerically stable variant of the softmax:

softmax(z) = softmax(z — max z;). (6.33)

The reformulated version allows us to evaluate softmax with only small numerical
errors even when z contains extremely large or extremely negative numbers. Ex-
amining the numerically stable variant, we see that the softmax function is driven
by the amount that its arguments deviate from max; z;.

An output softmax(z); saturates to 1 when the corresponding input is maximal
(z; = max; z; ) and z is much greater than all of the other inputs. The output
softmax(z); can also saturate to 0 when z; is not maximal and the maximum is
much greater. This is a generalization of the way that sigmoid units saturate, and
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can cause similar difficulties for learning if the loss function is not designed to
compensate for it.

The argument z to the softmax function can be produced in two different ways.
The most common is simply to have an earlier layer of the neural network output
every element of z, as described above using the linear layer z = W Th 4+ b. While
straightforward, this approach actually overparametrizes the distribution. The
constraint that the n outputs must sum to 1 means that only n — 1 parameters are
necessary; the probability of the n-th value may be obtained by subtracting the
first n — 1 probabilities from 1. We can thus impose a requirement that one element
of z be fixed. For example, we can require that z, = 0. Indeed, this is exactly
what the sigmoid unit does. Defining P(y =1 | ) = o(2) is equivalent to defining
P(y=1| ) = softmax(z); with a two-dimensional z and z; = 0. Both the n —1
argument and the n argument approaches to the softmax can describe the same
set of probability distributions, but have different learning dynamics. In practice,
there is rarely much difference between using the overparametrized version or the
restricted version, and it is simpler to implement the overparametrized version.

From a neuroscientific point of view, it is interesting to think of the softmax as
a way to create a form of competition between the units that participate in it: the
softmax outputs always sum to 1 so an increase in the value of one unit necessarily
corresponds to a decrease in the value of others. This is analogous to the lateral
inhibition that is believed to exist between nearby neurons in the cortex. At the
extreme (when the difference between the maximal a; and the others is large in
magnitude) it becomes a form of winner-take-all (one of the outputs is nearly 1
and the others are nearly 0).

The name “softmax” can be somewhat confusing. The function is more closely
related to the arg max function than the max function. The term “soft” derives
from the fact that the softmax function is continuous and differentiable. The
arg max function, with its result represented as a one-hot vector, is not continuous
or differentiable. The softmax function thus provides a “softened” version of the
arg max. The corresponding soft version of the maximum function is softmax(z) ' z.
It would perhaps be better to call the softmax function “softargmax,” but the

current name is an entrenched convention.

6.2.2.4 Other Output Types

The linear, sigmoid, and softmax output units described above are the most
common. Neural networks can generalize to almost any kind of output layer that
we wish. The principle of maximum likelihood provides a guide for how to design
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a good cost function for nearly any kind of output layer.

In general, if we define a conditional distribution p(y | «; 8), the principle of
maximum likelihood suggests we use — logp(y | ; 0) as our cost function.

In general, we can think of the neural network as representing a function f(x;8).
The outputs of this function are not direct predictions of the value y. Instead,
f(x;0) = w provides the parameters for a distribution over y. Our loss function
can then be interpreted as — logp(y;w(x)).

For example, we may wish to learn the variance of a conditional Gaussian for y,
given x. In the simple case, where the variance o is a constant, there is a closed
form expression because the maximum likelihood estimator of variance is simply the
empirical mean of the squared difference between observations y and their expected
value. A computationally more expensive approach that does not require writing
special-case code is to simply include the variance as one of the properties of the
distribution p(y | «) that is controlled by w = f(x; 6). The negative log-likelihood
—logp(y;w(x)) will then provide a cost function with the appropriate terms
necessary to make our optimization procedure incrementally learn the variance. In
the simple case where the standard deviation does not depend on the input, we
can make a new parameter in the network that is copied directly into w. This new
parameter might be ¢ itself or could be a parameter v representing o2 or it could
be a parameter 8 representing Jig, depending on how we choose to parametrize
the distribution. We may wish our model to predict a different amount of variance
in y for different values of x. This is called a heteroscedastic model. In the
heteroscedastic case, we simply make the specification of the variance be one of
the values output by f(x;0). A typical way to do this is to formulate the Gaussian
distribution using precision, rather than variance, as described in equation 3.22.
In the multivariate case it is most common to use a diagonal precision matrix

diag(83). (6.34)

This formulation works well with gradient descent because the formula for the
log-likelihood of the Gaussian distribution parametrized by 3 involves only mul-
tiplication by £; and addition of log 3;. The gradient of multiplication, addition,
and logarithm operations is well-behaved. By comparison, if we parametrized the
output in terms of variance, we would need to use division. The division function
becomes arbitrarily steep near zero. While large gradients can help learning,
arbitrarily large gradients usually result in instability. If we parametrized the
output in terms of standard deviation, the log-likelihood would still involve division,
and would also involve squaring. The gradient through the squaring operation
can vanish near zero, making it difficult to learn parameters that are squared.
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Regardless of whether we use standard deviation, variance, or precision, we must
ensure that the covariance matrix of the Gaussian is positive definite. Because
the eigenvalues of the precision matrix are the reciprocals of the eigenvalues of
the covariance matrix, this is equivalent to ensuring that the precision matrix is
positive definite. If we use a diagonal matrix, or a scalar times the diagonal matrix,
then the only condition we need to enforce on the output of the model is positivity.
If we suppose that a is the raw activation of the model used to determine the
diagonal precision, we can use the softplus function to obtain a positive precision
vector: 3 = ((a). This same strategy applies equally if using variance or standard
deviation rather than precision or if using a scalar times identity rather than
diagonal matrix.

It is rare to learn a covariance or precision matrix with richer structure than
diagonal. If the covariance is full and conditional, then a parametrization must
be chosen that guarantees positive-definiteness of the predicted covariance matrix.
This can be achieved by writing 3(x) = B(x)B" (x), where B is an unconstrained
square matrix. One practical issue if the matrix is full rank is that computing the
likelihood is expensive, with a d x d matrix requiring O(d®) computation for the
determinant and inverse of 3(x) (or equivalently, and more commonly done, its
eigendecomposition or that of B(x)).

We often want to perform multimodal regression, that is, to predict real values
that come from a conditional distribution p(y | ) that can have several different
peaks in y space for the same value of . In this case, a Gaussian mixture is
a natural representation for the output ( , : , ).
Neural networks with Gaussian mixtures as their output are often called mixture
density networks. A Gaussian mixture output with n components is defined by
the conditional probability distribution

n

ply|x)=> plc=i|x)N(y; s (z), 5 (x)). (6.35)
=1
The neural network must have three outputs: a vector defining p(c =i | ), a
matrix providing pu(® () for all 7, and a tensor providing 3(a) for all 7. These
outputs must satisfy different constraints:

1. Mixture components p(c = i | «): these form a multinoulli distribution
over the n different components associated with latent variable! ¢, and can

"We consider ¢ to be latent because we do not observe it in the data: given input X and target
y, it is not possible to know with certainty which Gaussian component was responsible for y, but
we can imagine that y was generated by picking one of them, and make that unobserved choice a
random variable.
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typically be obtained by a softmax over an n-dimensional vector, to guarantee
that these outputs are positive and sum to 1.

2. Means p()(x): these indicate the center or mean associated with the i-th
Gaussian component, and are unconstrained (typically with no nonlinearity
at all for these output units). If y is a d-vector, then the network must output
an n X d matrix containing all n of these d-dimensional vectors. Learning
these means with maximum likelihood is slightly more complicated than
learning the means of a distribution with only one output mode. We only
want to update the mean for the component that actually produced the
observation. In practice, we do not know which component produced each
observation. The expression for the negative log-likelihood naturally weights
each example’s contribution to the loss for each component by the probability
that the component produced the example.

3. Covariances Z(i)(a:): these specify the covariance matrix for each component
i. As when learning a single Gaussian component, we typically use a diagonal
matrix to avoid needing to compute determinants. As with learning the means
of the mixture, maximum likelihood is complicated by needing to assign
partial responsibility for each point to each mixture component. Gradient
descent will automatically follow the correct process if given the correct
specification of the negative log-likelihood under the mixture model.

It has been reported that gradient-based optimization of conditional Gaussian
mixtures (on the output of neural networks) can be unreliable, in part because one
gets divisions (by the variance) which can be numerically unstable (when some
variance gets to be small for a particular example, yielding very large gradients).
One solution is to clip gradients (see section 10.11.1) while another is to scale
the gradients heuristically ( , ).

Gaussian mixture outputs are particularly effective in generative models of
speech ( , ) or movements of physical objects ( , ). The
mixture density strategy gives a way for the network to represent multiple output
modes and to control the variance of its output, which is crucial for obtaining
a high degree of quality in these real-valued domains. An example of a mixture
density network is shown in figure 6.4.

In general, we may wish to continue to model larger vectors y containing more
variables, and to impose richer and richer structures on these output variables. For
example, we may wish for our neural network to output a sequence of characters
that forms a sentence. In these cases, we may continue to use the principle
of maximum likelihood applied to our model p(y; w(x)), but the model we use
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Figure 6.4: Samples drawn from a neural network with a mixture density output layer.
The input z is sampled from a uniform distribution and the output y is sampled from
Pmodel(y | ). The neural network is able to learn nonlinear mappings from the input to
the parameters of the output distribution. These parameters include the probabilities
governing which of three mixture components will generate the output as well as the
parameters for each mixture component. Each mixture component is Gaussian with
predicted mean and variance. All of these aspects of the output distribution are able to
vary with respect to the input x, and to do so in nonlinear ways.

to describe y becomes complex enough to be beyond the scope of this chapter.
Chapter 10 describes how to use recurrent neural networks to define such models
over sequences, and part Il describes advanced techniques for modeling arbitrary
probability distributions.

6.3 Hidden Units

So far we have focused our discussion on design choices for neural networks that
are common to most parametric machine learning models trained with gradient-
based optimization. Now we turn to an issue that is unique to feedforward neural
networks: how to choose the type of hidden unit to use in the hidden layers of the
model.

The design of hidden units is an extremely active area of research and does not
yet have many definitive guiding theoretical principles.

Rectified linear units are an excellent default choice of hidden unit. Many other
types of hidden units are available. It can be difficult to determine when to use
which kind (though rectified linear units are usually an acceptable choice). We
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describe here some of the basic intuitions motivating each type of hidden units.
These intuitions can help decide when to try out each of these units. It is usually
impossible to predict in advance which will work best. The design process consists
of trial and error, intuiting that a kind of hidden unit may work well, and then
training a network with that kind of hidden unit and evaluating its performance
on a validation set.

Some of the hidden units included in this list are not actually differentiable at
all input points. For example, the rectified linear function ¢ (z) = max{0, z} is not
differentiable at z = 0. This may seem like it invalidates g for use with a gradient-
based learning algorithm. In practice, gradient descent still performs well enough
for these models to be used for machine learning tasks. This is in part because
neural network training algorithms do not usually arrive at a local minimum of
the cost function, but instead merely reduce its value significantly, as shown in
figure 4.3. These ideas will be described further in chapter 8. Because we do not
expect training to actually reach a point where the gradient is 0, it is acceptable
for the minima of the cost function to correspond to points with undefined gradient.
Hidden units that are not differentiable are usually non-differentiable at only a
small number of points. In general, a function g(z) has a left derivative defined
by the slope of the function immediately to the left of z and a right derivative
defined by the slope of the function immediately to the right of z. A function
is differentiable at z only if both the left derivative and the right derivative are
defined and equal to each other. The functions used in the context of neural
networks usually have defined left derivatives and defined right derivatives. In the
case of g(z) = max{0, z}, the left derivative at z = 0 is 0 and the right derivative
is 1. Software implementations of neural network training usually return one of
the one-sided derivatives rather than reporting that the derivative is undefined or
raising an error. This may be heuristically justified by observing that gradient-
based optimization on a digital computer is subject to numerical error anyway.
When a function is asked to evaluate g(0), it is very unlikely that the underlying
value truly was 0. Instead, it was likely to be some small value e that was rounded
to 0. In some contexts, more theoretically pleasing justifications are available, but
these usually do not apply to neural network training. The important point is that
in practice one can safely disregard the non-differentiability of the hidden unit
activation functions described below.

Unless indicated otherwise, most hidden units can be described as accepting
a vector of inputs «, computing an affine transformation z = W 'a + b, and
then applying an element-wise nonlinear function g(z). Most hidden units are
distinguished from each other only by the choice of the form of the activation
function g(z).
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6.3.1 Rectified Linear Units and Their Generalizations

Rectified linear units use the activation function ¢g(z) = max{0, z}.

Rectified linear units are easy to optimize because they are so similar to linear
units. The only difference between a linear unit and a rectified linear unit is
that a rectified linear unit outputs zero across half its domain. This makes the
derivatives through a rectified linear unit remain large whenever the unit is active.
The gradients are not only large but also consistent. The second derivative of the
rectifying operation is 0 almost everywhere, and the derivative of the rectifying
operation is 1 everywhere that the unit is active. This means that the gradient
direction is far more useful for learning than it would be with activation functions
that introduce second-order effects.

Rectified linear units are typically used on top of an affine transformation:
h=gW'x+b). (6.36)

When initializing the parameters of the affine transformation, it can be a good
practice to set all elements of b to a small, positive value, such as 0.1. This makes
it very likely that the rectified linear units will be initially active for most inputs
in the training set and allow the derivatives to pass through.

Several generalizations of rectified linear units exist. Most of these general-
izations perform comparably to rectified linear units and occasionally perform
better.

One drawback to rectified linear units is that they cannot learn via gradient-
based methods on examples for which their activation is zero. A variety of
generalizations of rectified linear units guarantee that they receive gradient every-
where.

Three generalizations of rectified linear units are based on using a non-zero
slope a; when z; < 0: hy = g(z,); = max(0, z;) + o; min (0, z; ). Absolute value
rectification fixes a; = —1 to obtain g(z) = |z|. It is used for object recognition
from images ( , ), where it makes sense to seek features that are
invariant under a polarity reversal of the input illumination. Other generalizations
of rectified linear units are more broadly applicable. A leaky ReLU (

) fixes «; to a small value like 0.01 while a parametric ReLU or PReLU
treats ; as a learnable parameter ( : ).

’

Maxout units ( , ) generalize rectified linear units
further. Instead of applying an element-wise function g(z ), maxout units divide z
into groups of k values. Each maxout unit then outputs the maximum element of
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one of these groups:
9(z)i = max z (6.37)
7eG®
where G is the set of indices into the inputs for group 4, { (i — 1)k +1,...,ik}.
This provides a way of learning a piecewise linear function that responds to multiple
directions in the input x space.

A maxout unit can learn a piecewise linear, convex function with up to k pieces.
Maxout units can thus be seen as learning the activation function itself rather
than just the relationship between units. With large enough £, a maxout unit can
learn to approximate any convex function with arbitrary fidelity. In particular,
a maxout layer with two pieces can learn to implement the same function of the
input x as a traditional layer using the rectified linear activation function, absolute
value rectification function, or the leaky or parametric ReLLU, or can learn to
implement a totally different function altogether. The maxout layer will of course
be parametrized differently from any of these other layer types, so the learning
dynamics will be different even in the cases where maxout learns to implement the
same function of & as one of the other layer types.

Each maxout unit is now parametrized by k weight vectors instead of just one,
so maxout units typically need more regularization than rectified linear units. They
can work well without regularization if the training set is large and the number of
pieces per unit is kept low ( , ).

Maxout units have a few other benefits. In some cases, one can gain some sta-
tistical and computational advantages by requiring fewer parameters. Specifically,
if the features captured by n different linear filters can be summarized without
losing information by taking the max over each group of k features, then the next
layer can get by with k£ times fewer weights.

Because each unit is driven by multiple filters, maxout units have some redun-
dancy that helps them to resist a phenomenon called catastrophic forgetting
in which neural networks forget how to perform tasks that they were trained on in
the past ( : ).

Rectified linear units and all of these generalizations of them are based on the
principle that models are easier to optimize if their behavior is closer to linear.
This same general principle of using linear behavior to obtain easier optimization
also applies in other contexts besides deep linear networks. Recurrent networks can
learn from sequences and produce a sequence of states and outputs. When training
them, one needs to propagate information through several time steps, which is much
easier when some linear computations (with some directional derivatives being of
magnitude near 1) are involved. One of the best-performing recurrent network
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architectures, the LSTM, propagates information through time via summation—a
particular straightforward kind of such linear activation. This is discussed further
in section 10.10.

6.3.2 Logistic Sigmoid and Hyperbolic Tangent

Prior to the introduction of rectified linear units, most neural networks used the
logistic sigmoid activation function

9(z) = o(z) (6.38)

or the hyperbolic tangent activation function
g(z) = tanh(z). (6.39)

These activation functions are closely related because tanh(z) = 20(2z) — 1.

We have already seen sigmoid units as output units, used to predict the
probability that a binary variable is 1. Unlike piecewise linear units, sigmoidal
units saturate across most of their domain—they saturate to a high value when
z is very positive, saturate to a low value when z is very negative, and are only
strongly sensitive to their input when z is near 0. The widespread saturation of
sigmoidal units can make gradient-based learning very difficult. For this reason,
their use as hidden units in feedforward networks is now discouraged. Their use
as output units is compatible with the use of gradient-based learning when an
appropriate cost function can undo the saturation of the sigmoid in the output
layer.

When a sigmoidal activation function must be used, the hyperbolic tangent
activation function typically performs better than the logistic sigmoid. It resembles
the identity function more closely, in the sense that tanh(0) = 0 while ¢ (0) = 3.
Because tanh is similar to the identity function near 0, training a deep neural
network § = w' tanh(U " tanh(V'x)) resembles training a linear model § =
w' UV Tx so long as the activations of the network can be kept small. This

makes training the tanh network easier.

Sigmoidal activation functions are more common in settings other than feed-
forward networks. Recurrent networks, many probabilistic models, and some
autoencoders have additional requirements that rule out the use of piecewise
linear activation functions and make sigmoidal units more appealing despite the
drawbacks of saturation.
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6.3.3 Other Hidden Units

Many other types of hidden units are possible, but are used less frequently.

In general, a wide variety of differentiable functions perform perfectly well.
Many unpublished activation functions perform just as well as the popular ones.
To provide a concrete example, the authors tested a feedforward network using
h = cos(Wz + b) on the MNIST dataset and obtained an error rate of less than
1%, which is competitive with results obtained using more conventional activation
functions. During research and development of new techniques, it is common
to test many different activation functions and find that several variations on
standard practice perform comparably. This means that usually new hidden unit
types are published only if they are clearly demonstrated to provide a significant
improvement. New hidden unit types that perform roughly comparably to known
types are so common as to be uninteresting.

It would be impractical to list all of the hidden unit types that have appeared
in the literature. We highlight a few especially useful and distinctive ones.

One possibility is to not have an activation g (z) at all. One can also think of
this as using the identity function as the activation function. We have already
seen that a linear unit can be useful as the output of a neural network. It may
also be used as a hidden unit. If every layer of the neural network consists of only
linear transformations, then the network as a whole will be linear. However, it
is acceptable for some layers of the neural network to be purely linear. Consider
a neural network layer with n inputs and p outputs, h = g(W 'z + b). We may
replace this with two layers, with one layer using weight matrix U and the other
using weight matrix V. If the first layer has no activation function, then we have
essentially factored the weight matrix of the original layer based on W. The
factored approach is to compute h = g(VTUTac +b). If U produces g outputs,
then U and V together contain only (n + p)q parameters, while W contains np
parameters. For small ¢, this can be a considerable saving in parameters. It
comes at the cost of constraining the linear transformation to be low-rank, but
these low-rank relationships are often sufficient. Linear hidden units thus offer an
effective way of reducing the number of parameters in a network.

Softmax units are another kind of unit that is usually used as an output (as
described in section 6.2.2.3) but may sometimes be used as a hidden unit. Softmax
units naturally represent a probability distribution over a discrete variable with &
possible values, so they may be used as a kind of switch. These kinds of hidden
units are usually only used in more advanced architectures that explicitly learn to
manipulate memory, described in section 10.12.
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A few other reasonably common hidden unit types include:

e Radial basis function or RBF unit: ; — exp (—;12||W§,i . wH2). This

T

function becomes more active as & approaches a template W. ;. Because it
saturates to 0 for most @, it can be difficult to optimize.

e Softplus: g(a) = ((a) =log(1+¢€*). This is a smooth version of the rectifier,

introduced by ( ) for function approximation and by
( ) for the conditional distributions of undirected probabilistic
models. ( ) compared the softplus and rectifier and found

better results with the latter. The use of the softplus is generally discouraged.
The softplus demonstrates that the performance of hidden unit types can
be very counterintuitive—one might expect it to have an advantage over
the rectifier due to being differentiable everywhere or due to saturating less
completely, but empirically it does not.

e Hard tanh: this is shaped similarly to the tanh and the rectifier but unlike
the latter, it is bounded, g(a) = max(—1,min(1,a)). It was introduced

by (2004).

Hidden unit design remains an active area of research and many useful hidden
unit types remain to be discovered.

6.4 Architecture Design

Another key design consideration for neural networks is determining the architecture.
The word architecture refers to the overall structure of the network: how many
units it should have and how these units should be connected to each other.

Most neural networks are organized into groups of units called layers. Most
neural network architectures arrange these layers in a chain structure, with each
layer being a function of the layer that preceded it. In this structure, the first layer
is given by

RO = g (WTz 4+ 50) (6.40)

the second layer is given by
h® — 4@ (W<2>T R L b<2>) , (6.41)
and so on.
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In these chain-based architectures, the main architectural considerations are
to choose the depth of the network and the width of each layer. As we will see,
a network with even one hidden layer is sufficient to fit the training set. Deeper
networks often are able to use far fewer units per layer and far fewer parameters
and often generalize to the test set, but are also often harder to optimize. The
ideal network architecture for a task must be found via experimentation guided by
monitoring the validation set error.

6.4.1 Universal Approximation Properties and Depth

A linear model, mapping from features to outputs via matrix multiplication, can
by definition represent only linear functions. It has the advantage of being easy to
train because many loss functions result in convex optimization problems when
applied to linear models. Unfortunately, we often want to learn nonlinear functions.

At first glance, we might presume that learning a nonlinear function requires
designing a specialized model family for the kind of nonlinearity we want to learn.
Fortunately, feedforward networks with hidden layers provide a universal approxi-
mation framework. Specifically, the universal approximation theorem (

, : , ) states that a feedforward network with a linear output
layer and at least one hidden layer with any “squashing” activation function (such
as the logistic sigmoid activation function) can approximate any Borel measurable
function from one finite-dimensional space to another with any desired non-zero
amount of error, provided that the network is given enough hidden units. The
derivatives of the feedforward network can also approximate the derivatives of the
function arbitrarily well ( , ). The concept of Borel measurability
is beyond the scope of this book; for our purposes it suffices to say that any
continuous function on a closed and bounded subset of R™ is Borel measurable
and therefore may be approximated by a neural network. A neural network may
also approximate any function mapping from any finite dimensional discrete space
to another. While the original theorems were first stated in terms of units with
activation functions that saturate both for very negative and for very positive
arguments, universal approximation theorems have also been proved for a wider
class of activation functions, which includes the now commonly used rectified linear
unit ( : ).

The universal approximation theorem means that regardless of what function
we are trying to learn, we know that a large MLP will be able to represent this
function. However, we are not guaranteed that the training algorithm will be able
to learn that function. Even if the MLP is able to represent the function, learning
can fail for two different reasons. First, the optimization algorithm used for training
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may not be able to find the value of the parameters that corresponds to the desired
function. Second, the training algorithm might choose the wrong function due to
overfitting. Recall from section 5.2.1 that the “no free lunch” theorem shows that
there is no universally superior machine learning algorithm. Feedforward networks
provide a universal system for representing functions, in the sense that, given a
function, there exists a feedforward network that approximates the function. There
is no universal procedure for examining a training set of specific examples and
choosing a function that will generalize to points not in the training set.

The universal approximation theorem says that there exists a network large
enough to achieve any degree of accuracy we desire, but the theorem does not
say how large this network will be. ( ) provides some bounds on the
size of a single-layer network needed to approximate a broad class of functions.
Unfortunately, in the worse case, an exponential number of hidden units (possibly
with one hidden unit corresponding to each input configuration that needs to be
distinguished) may be required. This is easiest to see in the binary case: the
number of possible binary functions on vectors v € {0, 1}" is 22" and selecting
one such function requires 2" bits, which will in general require O(2™) degrees of
freedom.

In summary, a feedforward network with a single layer is sufficient to represent
any function, but the layer may be infeasibly large and may fail to learn and
generalize correctly. In many circumstances, using deeper models can reduce the
number of units required to represent the desired function and can reduce the
amount of generalization error.

There exist families of functions which can be approximated efficiently by an
architecture with depth greater than some value d, but which require a much larger
model if depth is restricted to be less than or equal to d. In many cases, the number
of hidden units required by the shallow model is exponential in n. Such results
were first proved for models that do not resemble the continuous, differentiable
neural networks used for machine learning, but have since been extended to these
models. The first results were for circuits of logic gates ( , ). Later
work extended these results to linear threshold units with non-negative weights
( , : , ), and then to networks with
continuous-valued activations ( , : , ). Many modern
neural networks use rectified linear units. ( ) demonstrated
that shallow networks with a broad family of non-polynomial activation functions,
including rectified linear units, have universal approximation properties, but these
results do not address the questions of depth or efficiency—they specify only that
a sufficiently wide rectifier network could represent any function.
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( ) showed that functions representable with a deep rectifier net can require
an exponential number of hidden units with a shallow (one hidden layer) network.
More precisely, they showed that piecewise linear networks (which can be obtained
from rectifier nonlinearities or maxout units) can represent functions with a number
of regions that is exponential in the depth of the network. Figure 6.5 illustrates how
a network with absolute value rectification creates mirror images of the function
computed on top of some hidden unit, with respect to the input of that hidden
unit. Each hidden unit specifies where to fold the input space in order to create
mirror responses (on both sides of the absolute value nonlinearity). By composing
these folding operations, we obtain an exponentially large number of piecewise
linear regions which can capture all kinds of regular (e.g., repeating) patterns.

Figure 6.5: An intuitive, geometric explanation of the exponential advantage of deeper
rectifier networks formally by ( ). (Left)An absolute value rectification
unit has the same output for every pair of mirror points in its input. The mirror axis
of symmetry is given by the hyperplane defined by the weights and bias of the unit. A
function computed on top of that unit (the green decision surface) will be a mirror image
of a simpler pattern across that axis of symmetry. (Center)The function can be obtained
by folding the space around the axis of symmetry. (Right)Another repeating pattern can
be folded on top of the first (by another downstream unit) to obtain another symmetry
(which is now repeated four times, with two hidden layers). Figure reproduced with
permission from ( ).

More precisely, the main theorem in ( ) states that the
number of linear regions carved out by a deep rectifier network with d inputs,
depth [, and n units per hidden layer, is

0 <<Z)d(ll)nd> , (6.42)

i.e., exponential in the depth [. In the case of maxout networks with k filters per
unit, the number of linear regions is

O (k<l—1>+d) . (6.43)
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Of course, there is no guarantee that the kinds of functions we want to learn in
applications of machine learning (and in particular for AI) share such a property.

We may also want to choose a deep model for statistical reasons. Any time
we choose a specific machine learning algorithm, we are implicitly stating some
set of prior beliefs we have about what kind of function the algorithm should
learn. Choosing a deep model encodes a very general belief that the function we
want to learn should involve composition of several simpler functions. This can be
interpreted from a representation learning point of view as saying that we believe
the learning problem consists of discovering a set of underlying factors of variation
that can in turn be described in terms of other, simpler underlying factors of
variation. Alternately, we can interpret the use of a deep architecture as expressing
a belief that the function we want to learn is a computer program consisting of
multiple steps, where each step makes use of the previous step’s output. These
intermediate outputs are not necessarily factors of variation, but can instead be
analogous to counters or pointers that the network uses to organize its internal
processing. Empirically, greater depth does seem to result in better generalization
for a wide variety of tasks ( , : , : , :

Y ; Y 7 Y 7 )
: ; : ). See figure 6.6 and figure 6.7 for examples of
some of these empirical results. This suggests that using deep architectures does

indeed express a useful prior over the space of functions the model learns.

6.4.2 Other Architectural Considerations

So far we have described neural networks as being simple chains of layers, with the
main considerations being the depth of the network and the width of each layer.
In practice, neural networks show considerably more diversity.

Many neural network architectures have been developed for specific tasks.
Specialized architectures for computer vision called convolutional networks are
described in chapter 9. Feedforward networks may also be generalized to the
recurrent neural networks for sequence processing, described in chapter 10, which
have their own architectural considerations.

In general, the layers need not be connected in a chain, even though this is the
most common practice. Many architectures build a main chain but then add extra
architectural features to it, such as skip connections going from layer ¢ to layer
7+ 2 or higher. These skip connections make it easier for the gradient to flow from
output layers to layers nearer the input.
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Figure 6.6: Empirical results showing that deeper networks generalize better when used
to transcribe multi-digit numbers from photographs of addresses. Data from

( ). The test set accuracy consistently increases with increasing depth. See
figure 6.7 for a control experiment demonstrating that other increases to the model size
do not yield the same effect.

Another key consideration of architecture design is exactly how to connect a
pair of layers to each other. In the default neural network layer described by a linear
transformation via a matrix W, every input unit is connected to every output
unit. Many specialized networks in the chapters ahead have fewer connections, so
that each unit in the input layer is connected to only a small subset of units in
the output layer. These strategies for reducing the number of connections reduce
the number of parameters and the amount of computation required to evaluate
the network, but are often highly problem-dependent. For example, convolutional
networks, described in chapter 9, use specialized patterns of sparse connections
that are very effective for computer vision problems. In this chapter, it is difficult
to give much more specific advice concerning the architecture of a generic neural
network. Subsequent chapters develop the particular architectural strategies that
have been found to work well for different application domains.
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Figure 6.7: Deeper models tend to perform better. This is not merely because the model is
larger. This experiment from ( ) shows that increasing the number
of parameters in layers of convolutional networks without increasing their depth is not
nearly as effective at increasing test set performance. The legend indicates the depth of
network used to make each curve and whether the curve represents variation in the size of
the convolutional or the fully connected layers. We observe that shallow models in this
context overfit at around 20 million parameters while deep ones can benefit from having
over 60 million. This suggests that using a deep model expresses a useful preference over
the space of functions the model can learn. Specifically, it expresses a belief that the
function should consist of many simpler functions composed together. This could result
either in learning a representation that is composed in turn of simpler representations (e.g.,
corners defined in terms of edges) or in learning a program with sequentially dependent
steps (e.g., first locate a set of objects, then segment them from each other, then recognize
them).
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6.5 Back-Propagation and Other Differentiation Algo-
rithms

When we use a feedforward neural network to accept an input o and produce an
output g, information flows forward through the network. The inputs « provide
the initial information that then propagates up to the hidden units at each layer
and finally produces y. This is called forward propagation. During training,
forward propagation can continue onward until it produces a scalar cost J(8).
The back-propagation algorithm ( , ), often simply called
backprop, allows the information from the cost to then flow backwards through
the network, in order to compute the gradient.

Computing an analytical expression for the gradient is straightforward, but
numerically evaluating such an expression can be computationally expensive. The
back-propagation algorithm does so using a simple and inexpensive procedure.

The term back-propagation is often misunderstood as meaning the whole
learning algorithm for multi-layer neural networks. Actually, back-propagation
refers only to the method for computing the gradient, while another algorithm,
such as stochastic gradient descent, is used to perform learning using this gradient.
Furthermore, back-propagation is often misunderstood as being specific to multi-
layer neural networks, but in principle it can compute derivatives of any function
(for some functions, the correct response is to report that the derivative of the
function is undefined). Specifically, we will describe how to compute the gradient
V2 f(x,y) for an arbitrary function f, where is a set of variables whose derivatives
are desired, and yis an additional set of variables that are inputs to the function
but whose derivatives are not required. In learning algorithms, the gradient we most
often require is the gradient of the cost function with respect to the parameters,
V¢ J(0). Many machine learning tasks involve computing other derivatives, either
as part of the learning process, or to analyze the learned model. The back-
propagation algorithm can be applied to these tasks as well, and is not restricted
to computing the gradient of the cost function with respect to the parameters. The
idea of computing derivatives by propagating information through a network is
very general, and can be used to compute values such as the Jacobian of a function
f with multiple outputs. We restrict our description here to the most commonly
used case where f has a single output.
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6.5.1 Computational Graphs

So far we have discussed neural networks with a relatively informal graph language.
To describe the back-propagation algorithm more precisely, it is helpful to have a
more precise computational graph language.

Many ways of formalizing computation as graphs are possible.

Here, we use each node in the graph to indicate a variable. The variable may
be a scalar, vector, matrix, tensor, or even a variable of another type.

To formalize our graphs, we also need to introduce the idea of an operation.
An operation is a simple function of one or more variables. Our graph language
is accompanied by a set of allowable operations. Functions more complicated
than the operations in this set may be described by composing many operations
together.

Without loss of generality, we define an operation to return only a single
output variable. This does not lose generality because the output variable can have
multiple entries, such as a vector. Software implementations of back-propagation
usually support operations with multiple outputs, but we avoid this case in our
description because it introduces many extra details that are not important to
conceptual understanding.

If a variable y is computed by applying an operation to a variable x, then
we draw a directed edge from x to y. We sometimes annotate the output node
with the name of the operation applied, and other times omit this label when the
operation is clear from context.

Examples of computational graphs are shown in figure 6.8.

6.5.2 Chain Rule of Calculus

The chain rule of calculus (not to be confused with the chain rule of probability) is
used to compute the derivatives of functions formed by composing other functions
whose derivatives are known. Back-propagation is an algorithm that computes the
chain rule, with a specific order of operations that is highly efficient.

Let = be a real number, and let f and g both be functions mapping from a real

number to a real number. Suppose that y = g(x) and z = f(g(z)) = f(y). Then
the chain rule states that

dz dz dy
— = . 6.44

dr  dydzx ( )
We can generalize this beyond the scalar case. Suppose that £ € R™ y € R",
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Figure 6.8: Examples of computational graphs. (a)The graph using the x operation to
compute z = xy. (b)The graph for the logistic regression prediction § = o (wT'w + b).
Some of the intermediate expressions do not have names in the algebraic expression
but need names in the graph. We simply name the i-th such variable u®. (c)The
computational graph for the expression H = max{0, X W + b}, which computes a design
matrix of rectified linear unit activations H given a design matrix containing a minibatch
of inputs X. (d)Examples a—c applied at most one operation to each variable, but it
is possible to apply more than one operation. Here we show a computation graph that
applies more than one operation to the weights w of a linear regression model. The
weights are used to make both the prediction § and the weight decay penalty A ). w?.
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g maps from R™ to R", and f maps from R" to R. If y = g(x) and z = f(y), then

% _ Zﬁ% (6.45)

In vector notation, this may be equivalently written as

-
Vaez = <%) Vy 2, (6.46)

where g—g is the n x m Jacobian matrix of g.

From this we see that the gradient of a variable « can be obtained by multiplying
a Jacobian matrix % by a gradient Vyz. The back-propagation algorithm consists
of performing such a Jacobian-gradient product for each operation in the graph.

Usually we do not apply the back-propagation algorithm merely to vectors,
but rather to tensors of arbitrary dimensionality. Conceptually, this is exactly the
same as back-propagation with vectors. The only difference is how the numbers
are arranged in a grid to form a tensor. We could imagine flattening each tensor
into a vector before we run back-propagation, computing a vector-valued gradient,
and then reshaping the gradient back into a tensor. In this rearranged view,
back-propagation is still just multiplying Jacobians by gradients.

To denote the gradient of a value z with respect to a tensor X, we write Vxz,
just as if X were a vector. The indices into X now have multiple coordinates—for
example, a 3-D tensor is indexed by three coordinates. We can abstract this away
by using a single variable i to represent the complete tuple of indices. For all
possible index tuples i, (Vxz); gives 8X This is exaetly the same as how for all

possible integer indices i into a vector, (Vg z); gives a . Using this notation, we
can write the chain rule as it applies to tensors. If Y = g(X) and z = f(Y), then

VX Z = Z (ny )88Y (6.47)

J

6.5.3 Recursively Applying the Chain Rule to Obtain Backprop

Using the chain rule, it is straightforward to write down an algebraic expression for
the gradient of a scalar with respect to any node in the computational graph that
produced that scalar. However, actually evaluating that expression in a computer
introduces some extra considerations.

Specifically, many subexpressions may be repeated several times within the
overall expression for the gradient. Any procedure that computes the gradient
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will need to choose whether to store these subexpressions or to recompute them
several times. An example of how these repeated subexpressions arise is given in
figure 6.9. In some cases, computing the same subexpression twice would simply
be wasteful. For complicated graphs, there can be exponentially many of these
wasted computations, making a naive implementation of the chain rule infeasible.
In other cases, computing the same subexpression twice could be a valid way to
reduce memory consumption at the cost of higher runtime.

We first begin by a version of the back-propagation algorithm that specifies the
actual gradient computation directly (algorithm 6.2 along with algorithm 6.1 for the
associated forward computation), in the order it will actually be done and according
to the recursive application of chain rule. One could either directly perform these
computations or view the description of the algorithm as a symbolic specification
of the computational graph for computing the back-propagation. However, this
formulation does not make explicit the manipulation and the construction of the
symbolic graph that performs the gradient computation. Such a formulation is
presented below in section 6.5.6, with algorithm 6.5, where we also generalize to
nodes that contain arbitrary tensors.

First consider a computational graph describing how to compute a single scalar
u™ (say the loss on a training example). This scalar is the quantity whose
gradient we want to obtain, with respect to the n; input nodes uM to w(™). In
other words we wish to compute %Z—((?)) for all i € {1,2,...,n;}. In the application
of back-propagation to computing gradients for gradient descent over parameters,
u™ will be the cost associated with an example or a minibatch, while u(*) to u ()
correspond to the parameters of the model.

We will assume that the nodes of the graph have been ordered in such a way
that we can compute their output one after the other, starting at w1 and
going up to u™. As defined in algorithm 6.1, each node u' is associated with an
operation f() and is computed by evaluating the function

u = f(AD) (6.48)

where A() is the set of all nodes that are parents of u (),

That algorithm specifies the forward propagation computation, which we could
put in a graph G. In order to perform back-propagation, we can construct a
computational graph that depends on G and adds to it an extra set of nodes. These
form a subgraph B with one node per node of G. Computation in B proceeds in

exactly the reverse of the order of computation in G, and each node of B computes
u (™)

ou(®)

the derivative associated with the forward graph node v . This is done
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Algorithm 6.1 A procedure that performs the computations mapping n; inputs
uM to 1 (™) to an output u™ . This defines a computational graph where each node
computes numerical value u(¥ by applying a function f () to the set of arguments
A® that comprises the values of previous nodes u(j), J <1, withj € Pa(u(i)). The
input to the computational graph is the vector @, and is set into the first n; nodes
u) to u(™) . The output of the computational graph is read off the last (output)
node (™.

fori=1,...,n; do
u(i) — T;
end for
fori=n;+1,...,ndo
AD «— {u0) | j € Pa(u®)}
u® — f(i)(A(i))
end for
return ("

using the chain rule with respect to scalar output u(™):

ou™) Z ou™ gul)

) 0@ o) (6.49)

i:j€Pa(ul?))

as specified by algorithm 6.2. The subgraph B contains exactly one edge for each
edge from node ©?) to node u? of G. The edge from u) to v is associated with

the computation of gz((ji)) . In addition, a dot product is performed for each node,
between the gradient already computed with respect to nodes u(? that are children

Ou (M)
. ou(d)
nodes u”. To summarize, the amount of computation required for performing

the back-propagation scales linearly with the number of edges in G, where the
computation for each edge corresponds to computing a partial derivative (of one
node with respect to one of its parents) as well as performing one multiplication
and one addition. Below, we generalize this analysis to tensor-valued nodes, which
is just a way to group multiple scalar values in the same node and enable more

for the same children

of ul?) and the vector containing the partial derivatives

efficient implementations.

The back-propagation algorithm is designed to reduce the number of common
subexpressions without regard to memory. Specifically, it performs on the order
of one Jacobian product per node in the graph. This can be seen from the fact

that backprop (algorithm 6.2) visits each edge from node u) to node u® of

Su(®)

the graph exactly once in order to obtain the associated partial derivative MO
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Algorithm 6.2 Simplified version of the back-propagation algorithm for computing
the derivatives of u(™ with respect to the variables in the graph. This example is
intended to further understanding by showing a simplified case where all variables
are scalars, and we wish to compute the derivatives with respect to u(l), e w(m),
This simplified version computes the derivatives of all nodes in the graph. The
computational cost of this algorithm is proportional to the number of edges in
the graph, assuming that the partial derivative associated with each edge requires
a constant time. This is of the same order as the number of computations for
gzg)) is a function of the parents u(?) of 49, thus
linking the nodes of the forward graph to those added for the back-propagation
graph.

the forward propagation. Each

Run forward propagation (algorithm 6.1 for this example) to obtain the activa-
tions of the network
Initialize grad_table, a data structure that will store the derivatives that have

been computed. The entry grad _table[u*)] will store the computed value of
ou(m)

oD

grad_table[u(™] < 1

for j =n—1 down to 1 do

The next line computes 37 = >

using stored values:

i:j€Pa(u®) 5y @) §uld)

. N1 Oul®
grad_table[ul)] « D ijePa(u®) grad_table[u?] o)

end for

return {grad table[u®]|i=1,... n;}

Back-propagation thus avoids the exponential explosion in repeated subexpressions.
However, other algorithms may be able to avoid more subexpressions by performing
simplifications on the computational graph, or may be able to conserve memory by
recomputing rather than storing some subexpressions. We will revisit these ideas
after describing the back-propagation algorithm itself.

6.5.4 Back-Propagation Computation in Fully-Connected MLP

To clarify the above definition of the back-propagation computation, let us consider
the specific graph associated with a fully-connected multi-layer MLP.

Algorithm 6.3 first shows the forward propagation, which maps parameters to
the supervised loss L(y,y) associated with a single (input,target) training example
(x,y), with ¢ the output of the neural network when @ is provided in input.

Algorithm 6.4 then shows the corresponding computation to be done for
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Figure 6.9: A computational graph that results in repeated subexpressions when computing
the gradient. Let w € R be the input to the graph. We use the same function f :R — R
as the operation that we apply at every step of a chain: = = f(w), y = f(z), z = f(y).
To compute % we apply equation 6.44 and obtain:

0z

= (6.50)

0z 0y Ox
:@%% (6.51)
=f'W)f (@) f (w) (6.52)
=f'(f(f(w)f'(f(w))f (w) (6.53)

Equation 6.52 suggests an implementation in which we compute the value of f (w) only
once and store it in the variable x. This is the approach taken by the back-propagation
algorithm. An alternative approach is suggested by equation 6.53, where the subexpression
f(w) appears more than once. In the alternative approach, f(w) is recomputed each time
it is needed. When the memory required to store the value of these expressions is low, the
back-propagation approach of equation 6.52 is clearly preferable because of its reduced
runtime. However, equation 6.53 is also a valid implementation of the chain rule, and is
useful when memory is limited.
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applying the back-propagation algorithm to this graph.

Algorithms 6.3 and 6.4 are demonstrations that are chosen to be simple and
straightforward to understand. However, they are specialized to one specific
problem.

Modern software implementations are based on the generalized form of back-
propagation described in section 6.5.6 below, which can accommodate any compu-
tational graph by explicitly manipulating a data structure for representing symbolic
computation.

Algorithm 6.3 Forward propagation through a typical deep neural network and
the computation of the cost function. The loss L(9y,y) depends on the output
y and on the target y (see section 6.2.1.1 for examples of loss functions). To
obtain the total cost J, the loss may be added to a regularizer (), where 0
contains all the parameters (weights and biases). Algorithm 6.4 shows how to
compute gradients of J with respect to parameters W and b. For simplicity, this
demonstration uses only a single input example x. Practical applications should
use a minibatch. See section 6.5.7 for a more realistic demonstration.

Require: Network depth, [
Require: W) i € {1,...,1}, the weight matrices of the model
Require: b, i€ {1,...,1}, the bias parameters of the model
Require: x, the input to process
Require: y, the target output
RO — 4
for k=1,...,ldo
a® = pk) L Wk p(E-1)
h*) = f(a®)
end for
g =hO
J = L(G,y) + 2(6)

6.5.5 Symbol-to-Symbol Derivatives

Algebraic expressions and computational graphs both operate on symbols, or
variables that do not have specific values. These algebraic and graph-based
representations are called symbolic representations. When we actually use or
train a neural network, we must assign specific values to these symbols. We

replace a symbolic input to the network @ with a specific numeric value, such as
[1.2,3.765, —1.8]T.
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Algorithm 6.4 Backward computation for the deep neural network of algo-
rithm 6.3, which uses in addition to the input @ a target y. This computation
yields the gradients on the activations a® for each layer k, starting from the
output layer and going backwards to the first hidden layer. From these gradients,
which can be interpreted as an indication of how each layer’s output should change
to reduce error, one can obtain the gradient on the parameters of each layer. The
gradients on weights and biases can be immediately used as part of a stochas-
tic gradient update (performing the update right after the gradients have been
computed) or used with other gradient-based optimization methods.

After the forward computation, compute the gradient on the output layer:

g <— VQJ = VQL(’Q, y)

for k=10,1—1,...,1do
Convert the gradient on the layer’s output into a gradient into the pre-
nonlinearity activation (element-wise multiplication if f is element-wise):
g« V,wJ=g0 f(a®)
Compute gradients on weights and biases (including the regularization term,
where needed):
Vi =g+ AV 1 §2(0)
Vi =g h*F DT 4+ AV, Q(6)
Propagate the gradients w.r.t. the next lower-level hidden layer’s activations:
g <— vh(k—l) J = W(k)T g

end for
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Figure 6.10: An example of the symbol-to-symbol approach to computing derivatives. In
this approach, the back-propagation algorithm does not need to ever access any actual
specific numeric values. Instead, it adds nodes to a computational graph describing how
to compute these derivatives. A generic graph evaluation engine can later compute the
derivatives for any specific numeric values. (Left)In this example, we begin with a graph
representing z = f(f(f (w))). (Right)We run the back—propagation algorithm, instructing
it to construct the graph for the expression corresponding to . In this example, we do
not explain how the back-propagation algorithm works. The purpose is only to illustrate
what the desired result is: a computational graph with a symbolic description of the
derivative.

Some approaches to back-propagation take a computational graph and a set
of numerical values for the inputs to the graph, then return a set of numerical
values describing the gradient at those input values. We call this approach “symbol-
to-number” differentiation. This is the approach used by libraries such as Torch

( , ) and Caffe (Jia, ).

Another approach is to take a computational graph and add additional nodes
to the graph that provide a symbolic description of the desired derivatives. This
is the approach taken by Theano ( , : , )
and TensorFlow ( , ). An example of how this approach works
is illustrated in figure 6.10. The primary advantage of this approach is that
the derivatives are described in the same language as the original expression.
Because the derivatives are just another computational graph, it is possible to run
back-propagation again, differentiating the derivatives in order to obtain higher
derivatives. Computation of higher-order derivatives is described in section 6.5.10.

We will use the latter approach and describe the back-propagation algorithm in
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terms of constructing a computational graph for the derivatives. Any subset of the
graph may then be evaluated using specific numerical values at a later time. This
allows us to avoid specifying exactly when each operation should be computed.
Instead, a generic graph evaluation engine can evaluate every node as soon as its
parents’ values are available.

The description of the symbol-to-symbol based approach subsumes the symbol-
to-number approach. The symbol-to-number approach can be understood as
performing exactly the same computations as are done in the graph built by the
symbol-to-symbol approach. The key difference is that the symbol-to-number
approach does not expose the graph.

6.5.6 General Back-Propagation

The back-propagation algorithm is very simple. To compute the gradient of some
scalar z with respect to one of its ancestors « in the graph, we begin by observing
that the gradient with respect to z is given by % = 1. We can then compute
the gradient with respect to each parent of z in the graph by multiplying the
current gradient by the Jacobian of the operation that produced z. We continue
multiplying by Jacobians traveling backwards through the graph in this way until
we reach @. For any node that may be reached by going backwards from z through
two or more paths, we simply sum the gradients arriving from different paths at
that node.

More formally, each node in the graph G corresponds to a variable. To achieve
maximum generality, we describe this variable as being a tensor V. Tensor can
in general have any number of dimensions. They subsume scalars, vectors, and
matrices.

We assume that each variable V is associated with the following subroutines:

e get operation(V): This returns the operation that computes V, repre-
sented by the edges coming into V in the computational graph. For example,
there may be a Python or C++ class representing the matrix multiplication
operation, and the get_operation function. Suppose we have a variable that
is created by matrix multiplication, C = AB. Then get operation(V)
returns a pointer to an instance of the corresponding C++ class.

e get consumers(V,G): This returns the list of variables that are children of
V in the computational graph G.

e get inputs(V,G): This returns the list of variables that are parents of V
in the computational graph G.
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Each operation op is also associated with a bprop operation. This bprop
operation can compute a Jacobian-vector product as described by equation 6.47.
This is how the back-propagation algorithm is able to achieve great generality.
Each operation is responsible for knowing how to back-propagate through the
edges in the graph that it participates in. For example, we might use a matrix
multiplication operation to create a variable C' = AB. Suppose that the gradient
of a scalar z with respect to C' is given by G. The matrix multiplication operation
is responsible for defining two back-propagation rules, one for each of its input
arguments. If we call the bprop method to request the gradient with respect to
A given that the gradient on the output is G, then the bprop method of the
matrix multiplication operation must state that the gradient with respect to A
is given by GB'. Likewise, if we call the bprop method to request the gradient
with respect to B, then the matrix operation is responsible for implementing the
bprop method and specifying that the desired gradient is given by AT G. The
back-propagation algorithm itself does not need to know any differentiation rules. It
only needs to call each operation’s bprop rules with the right arguments. Formally,
op.bprop(inputs, X, G) must return

Z (Vxop.f(inputs);) G; (6.54)

1

which is just an implementation of the chain rule as expressed in equation 6.47.
Here, inputs is a list of inputs that are supplied to the operation, op.f is the
mathematical function that the operation implements, X is the input whose gradient
we wish to compute, and G is the gradient on the output of the operation.

The op.bprop method should always pretend that all of its inputs are distinct
from each other, even if they are not. For example, if the mul operator is passed
two copies of  to compute x2, the op.bprop method should still return z as the
derivative with respect to both inputs. The back-propagation algorithm will later
add both of these arguments together to obtain 2x, which is the correct total
derivative on x.

Software implementations of back-propagation usually provide both the opera-
tions and their bprop methods, so that users of deep learning software libraries are
able to back-propagate through graphs built using common operations like matrix
multiplication, exponents, logarithms, and so on. Software engineers who build a
new implementation of back-propagation or advanced users who need to add their
own operation to an existing library must usually derive the op.bprop method for
any new operations manually.

The back-propagation algorithm is formally described in algorithm 6.5.
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Algorithm 6.5 The outermost skeleton of the back-propagation algorithm. This
portion does simple setup and cleanup work. Most of the important work happens
in the build_grad subroutine of algorithm 6.6

Require: T, the target set of variables whose gradients must be computed.
Require: G, the computational graph
Require: z, the variable to be differentiated
Let G’ be G pruned to contain only nodes that are ancestors of z and descendents
of nodes in T.
Initialize grad_table, a data structure associating tensors to their gradients
grad table[z] + 1
for Vin T do
build grad(V,G,G’,grad table)
end for
Return grad_table restricted to T

In section 6.5.2, we explained that back-propagation was developed in order to
avoid computing the same subexpression in the chain rule multiple times. The naive
algorithm could have exponential runtime due to these repeated subexpressions.
Now that we have specified the back-propagation algorithm, we can understand its
computational cost. If we assume that each operation evaluation has roughly the
same cost, then we may analyze the computational cost in terms of the number
of operations executed. Keep in mind here that we refer to an operation as the
fundamental unit of our computational graph, which might actually consist of very
many arithmetic operations (for example, we might have a graph that treats matrix
multiplication as a single operation). Computing a gradient in a graph with n nodes
will never execute more than O(n?) operations or store the output of more than
O(n?) operations. Here we are counting operations in the computational graph, not
individual operations executed by the underlying hardware, so it is important to
remember that the runtime of each operation may be highly variable. For example,
multiplying two matrices that each contain millions of entries might correspond to
a single operation in the graph. We can see that computing the gradient requires as
most O(n?) operations because the forward propagation stage will at worst execute
all n nodes in the original graph (depending on which values we want to compute,
we may not need to execute the entire graph). The back-propagation algorithm
adds one Jacobian-vector product, which should be expressed with O(1) nodes, per
edge in the original graph. Because the computational graph is a directed acyclic
graph it has at most O(n?) edges. For the kinds of graphs that are commonly used
in practice, the situation is even better. Most neural network cost functions are
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Algorithm 6.6 The inner loop subroutine build grad(V,G,G ,grad table) of
the back-propagation algorithm, called by the back-propagation algorithm defined
in algorithm 6.5.

Require: V, the variable whose gradient should be added to G and grad_table.
Require: G, the graph to modify.
Require: G, the restriction of G to nodes that participate in the gradient.
Require: grad_table, a data structure mapping nodes to their gradients
if V is in grad_table then
Return grad table[V]
end if
141
for C in get consumers(V,G’) do
op < get operation(C)
D < build grad(C,G,G’,grad table)
G + op.bprop(get inputs(C,G’),V,D)
14 1+1
end for
G+ ,GW
grad table[V] =G
Insert G and the operations creating it into G
Return G

roughly chain-structured, causing back-propagation to have O(n) cost. This is far
better than the naive approach, which might need to execute exponentially many
nodes. This potentially exponential cost can be seen by expanding and rewriting
the recursive chain rule (equation 6.49) non-recursively:

Ou™ . -
- = Z H EWEEE (6.55)
Ou ) path (uw(™1) () u(m), k=2 Oulm—1)
frOm 7T1:j to T=nN

Since the number of paths from node j to node n can grow exponentially in the
length of these paths, the number of terms in the above sum, which is the number
of such paths, can grow exponentially with the depth of the forward propagation

graph. This large cost would be incurred because the same computation for
% would be redone many times. To avoid such recomputation, we can think
of back-propagation as a table-filling algorithm that takes advantage of storing
intermediate results gZ—((:.L)) . Each node in the graph has a corresponding slot in a

table to store the gradient for that node. By filling in these table entries in order,
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back-propagation avoids repeating many common subexpressions. This table-filling
strategy is sometimes called dynamic programming.

6.5.7 Example: Back-Propagation for MLP Training

As an example, we walk through the back-propagation algorithm as it is used to
train a multilayer perceptron.

Here we develop a very simple multilayer perception with a single hidden
layer. To train this model, we will use minibatch stochastic gradient descent.
The back-propagation algorithm is used to compute the gradient of the cost on a
single minibatch. Specifically, we use a minibatch of examples from the training
set formatted as a design matrix X and a vector of associated class labels y.
The network computes a layer of hidden features H = max{0, XW M}, To
simplify the presentation we do not use biases in this model. We assume that our
graph language includes a relu operation that can compute max{0, Z} element-
wise. The predictions of the unnormalized log probabilities over classes are then
given by HW (2. We assume that our graph language includes a cross_entropy
operation that computes the cross-entropy between the targets y and the probability
distribution defined by these unnormalized log probabilities. The resulting cross-
entropy defines the cost Jyg. Minimizing this cross-entropy performs maximum
likelihood estimation of the classifier. However, to make this example more realistic,
we also include a regularization term. The total cost

7= hue+r |3 (WD) > (W)’ (6.56)

1,J 1,J

consists of the cross-entropy and a weight decay term with coefficient A\. The
computational graph is illustrated in figure 6.11.

The computational graph for the gradient of this example is large enough that
it would be tedious to draw or to read. This demonstrates one of the benefits
of the back-propagation algorithm, which is that it can automatically generate
gradients that would be straightforward but tedious for a software engineer to
derive manually.

We can roughly trace out the behavior of the back-propagation algorithm
by looking at the forward propagation graph in figure 6.11. To train, we wish
to compute both Vi, 1yJ and Vy,2)J. There are two different paths leading
backward from J to the weights: one through the cross-entropy cost, and one
through the weight decay cost. The weight decay cost is relatively simple; it will
always contribute 2AW () to the gradient on W |
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matmul ?

Figure 6.11: The computational graph used to compute the cost used to train our example
of a single-layer MLP using the cross-entropy loss and weight decay.

The other path through the cross-entropy cost is slightly more complicated.
Let G be the gradient on the unnormalized log probabilities U® provided by
the cross_entropy operation. The back-propagation algorithm now needs to
explore two different branches. On the shorter branch, it adds H'G to the
gradient on W) | using the back-propagation rule for the second argument to
the matrix multiplication operation. The other branch corresponds to the longer
chain descending further along the network. First, the back-propagation algorithm
computes VgJ = GW T using the back-propagation rule for the first argument
to the matrix multiplication operation. Next, the relu operation uses its back-
propagation rule to zero out components of the gradient corresponding to entries
of UM that were less than 0. Let the result be called G'. The last step of the
back-propagation algorithm is to use the back-propagation rule for the second
argument of the matmul operation to add X ' G’ to the gradient on W),

After these gradients have been computed, it is the responsibility of the gradient
descent algorithm, or another optimization algorithm, to use these gradients to
update the parameters.

For the MLP, the computational cost is dominated by the cost of matrix
multiplication. During the forward propagation stage, we multiply by each weight
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matrix, resulting in O(w) multiply-adds, where w is the number of weights. During
the backward propagation stage, we multiply by the transpose of each weight
matrix, which has the same computational cost. The main memory cost of the
algorithm is that we need to store the input to the nonlinearity of the hidden layer.
This value is stored from the time it is computed until the backward pass has
returned to the same point. The memory cost is thus O(mny, ), where m is the
number of examples in the minibatch and n;, is the number of hidden units.

6.5.8 Complications

Our description of the back-propagation algorithm here is simpler than the imple-
mentations actually used in practice.

As noted above, we have restricted the definition of an operation to be a
function that returns a single tensor. Most software implementations need to
support operations that can return more than one tensor. For example, if we wish
to compute both the maximum value in a tensor and the index of that value, it is
best to compute both in a single pass through memory, so it is most efficient to
implement this procedure as a single operation with two outputs.

We have not described how to control the memory consumption of back-
propagation. Back-propagation often involves summation of many tensors together.
In the naive approach, each of these tensors would be computed separately, then
all of them would be added in a second step. The naive approach has an overly
high memory bottleneck that can be avoided by maintaining a single buffer and
adding each value to that buffer as it is computed.

Real-world implementations of back-propagation also need to handle various
data types, such as 32-bit floating point, 64-bit floating point, and integer values.
The policy for handling each of these types takes special care to design.

Some operations have undefined gradients, and it is important to track these
cases and determine whether the gradient requested by the user is undefined.

Various other technicalities make real-world differentiation more complicated.
These technicalities are not insurmountable, and this chapter has described the key
intellectual tools needed to compute derivatives, but it is important to be aware
that many more subtleties exist.

6.5.9 Differentiation outside the Deep Learning Community

The deep learning community has been somewhat isolated from the broader
computer science community and has largely developed its own cultural attitudes
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concerning how to perform differentiation. More generally, the field of automatic
differentiation is concerned with how to compute derivatives algorithmically.
The back-propagation algorithm described here is only one approach to automatic
differentiation. It is a special case of a broader class of techniques called reverse
mode accumulation. Other approaches evaluate the subexpressions of the chain
rule in different orders. In general, determining the order of evaluation that
results in the lowest computational cost is a difficult problem. Finding the optimal
sequence of operations to compute the gradient is NP-complete ( , ),
in the sense that it may require simplifying algebraic expressions into their least
expensive form.

For example, suppose we have variables p1, p2, ..., pn representing probabilities
and variables z1, 22, ..., 2, representing unnormalized log probabilities. Suppose
we define

exp(z;)

Qi S oxp(z)’ (6.57)
where we build the softmax function out of exponentiation, summation and division
operations, and construct a cross-entropy loss J = — ) .p;logg;. A human
mathematician can observe that the derivative of .J with respect to z; takes a very
simple form: ¢; — p;. The back-propagation algorithm is not capable of simplifying
the gradient this way, and will instead explicitly propagate gradients through all of
the logarithm and exponentiation operations in the original graph. Some software
libraries such as Theano ( , : , ) are able to
perform some kinds of algebraic substitution to improve over the graph proposed
by the pure back-propagation algorithm.

When the forward graph G has a single output node and each partial derivative
g:j—x.)) can be computed with a constant amount of computation, back-propagation
guarantees that the number of computations for the gradient computation is of
the same order as the number of computations for the forward computation: this

can be seen in algorithm 6.2 because each local partial derivative % needs to
be computed only once along with an associated multiplication and addition for
the recursive chain-rule formulation (equation 6.49). The overall computation is
therefore O(# edges). However, it can potentially be reduced by simplifying the
computational graph constructed by back-propagation, and this is an NP-complete
task. Implementations such as Theano and TensorFlow use heuristics based on
matching known simplification patterns in order to iteratively attempt to simplify
the graph. We defined back-propagation only for the computation of a gradient of a
scalar output but back-propagation can be extended to compute a Jacobian (either
of k different scalar nodes in the graph, or of a tensor-valued node containing k
values). A naive implementation may then need k times more computation: for
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each scalar internal node in the original forward graph, the naive implementation
computes k gradients instead of a single gradient. When the number of outputs of
the graph is larger than the number of inputs, it is sometimes preferable to use
another form of automatic differentiation called forward mode accumulation
Forward mode computation has been proposed for obtaining real-time computation
of gradients in recurrent networks, for example ( , ). This
also avoids the need to store the values and gradients for the whole graph, trading
off computational efficiency for memory. The relationship between forward mode
and backward mode is analogous to the relationship between left-multiplying versus
right-multiplying a sequence of matrices, such as

ABCD, (6.58)

where the matrices can be thought of as Jacobian matrices. For example, if D
is a column vector while A has many rows, this corresponds to a graph with a
single output and many inputs, and starting the multiplications from the end
and going backwards only requires matrix-vector products. This corresponds to
the backward mode. Instead, starting to multiply from the left would involve a
series of matrix-matrix products, which makes the whole computation much more
expensive. However, if A has fewer rows than D has columns, it is cheaper to run
the multiplications left-to-right, corresponding to the forward mode.

In many communities outside of machine learning, it is more common to im-
plement differentiation software that acts directly on traditional programming
language code, such as Python or C code, and automatically generates programs
that differentiate functions written in these languages. In the deep learning com-
munity, computational graphs are usually represented by explicit data structures
created by specialized libraries. The specialized approach has the drawback of
requiring the library developer to define the bprop methods for every operation
and limiting the user of the library to only those operations that have been defined.
However, the specialized approach also has the benefit of allowing customized
back-propagation rules to be developed for each operation, allowing the developer
to improve speed or stability in non-obvious ways that an automatic procedure
would presumably be unable to replicate.

Back-propagation is therefore not the only way or the optimal way of computing
the gradient, but it is a very practical method that continues to serve the deep
learning community very well. In the future, differentiation technology for deep
networks may improve as deep learning practitioners become more aware of advances
in the broader field of automatic differentiation.
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6.5.10 Higher-Order Derivatives

Some software frameworks support the use of higher-order derivatives. Among the
deep learning software frameworks, this includes at least Theano and TensorFlow.
These libraries use the same kind of data structure to describe the expressions for
derivatives as they use to describe the original function being differentiated. This
means that the symbolic differentiation machinery can be applied to derivatives.

In the context of deep learning, it is rare to compute a single second derivative
of a scalar function. Instead, we are usually interested in properties of the Hessian
matrix. If we have a function f :R" — R, then the Hessian matrix is of size n x n.
In typical deep learning applications, n will be the number of parameters in the
model, which could easily number in the billions. The entire Hessian matrix is
thus infeasible to even represent.

Instead of explicitly computing the Hessian, the typical deep learning approach
is to use Krylov methods. Krylov methods are a set of iterative techniques for
performing various operations like approximately inverting a matrix or finding
approximations to its eigenvectors or eigenvalues, without using any operation
other than matrix-vector products.

In order to use Krylov methods on the Hessian, we only need to be able to
compute the product between the Hessian matrix H and an arbitrary vector v. A
straightforward technique ( , ) for doing so is to compute

Hv =V, |(Vaf(2)) o). (6.59)

Both of the gradient computations in this expression may be computed automati-
cally by the appropriate software library. Note that the outer gradient expression
takes the gradient of a function of the inner gradient expression.

If v is itself a vector produced by a computational graph, it is important to
specify that the automatic differentiation software should not differentiate through
the graph that produced v.

While computing the Hessian is usually not advisable, it is possible to do with
Hessian vector products. One simply computes H e® foralli=1 ,...,n, where
e is the one-hot vector with egl) = 1 and all other entries equal to 0.

6.6 Historical Notes

Feedforward networks can be seen as efficient nonlinear function approximators
based on using gradient descent to minimize the error in a function approximation.
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